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1.

INTRODUCTION

These tutorials are intended to teach some of the basic concepts of digital signal processing (DSP). DSP lies at the
heart of many real-time digital processes, and is widely applied in audio, video, radar, sonar, communications
and a host of other applications. At undergraduate and postgraduate level, DSP has traditionally been taught

from an intensively theoretical perspective, with effort concentrated on the derivation or analysis of key

mathematical operations and the rigorous examination of fundamental descriptors of signals, systems and
methods. However DSP is far more than a mathematical framework; it is essentially a practical engineering

discipline, involving mathematics, equations, algorithms, software development and hardware design. Modern

DSP systems are now so powerful that they are reshaping our world at a profound level, but because humans are
so adaptable, we scarcely seem to notice it. For example, although it might be argued that real-time DSP does not

fundamentally alter our understanding of the physical principles underpinning the production of sound from
acoustic instruments, it is also the case that in recent times, the quantitative improvement in speed of these

devices has made possible the execution of tests previously considered "thought experiments". In turn, these

may yet provide new and qualitatively different insights into psychoacoustic mechanisms. This is just one from a
myriad examples where DSP is at the very forefront of leading edge technology and science.

In these tutorials, in addition to introducing some key theoretical equations that define foundational operations,
we will also explore practical aspects of the subject, in particular algorithm development, noise removal, signal
enhancement and special audio effects. Ideally, we should also consider hardware design of DSP systems, but this

lies outside of the scope of this teaching package. Instead, we will consider offline signal processing using
specimen audio files supplied with your tutorial pack. We will focus on three key areas:

1.

Finite impulse response (FIR) filtering

3.

Adaptive filtering

2.

Infinite impulse response (IIR) filtering

Your subject pack includes the following:

4.

An introductory chapter on DSP

6.

A chapter describing the design and algorithmic development of IIR filters

5.
7.
8.
9.

10.

A chapter describing the design and algorithmic development of FIR filters
A chapter describing the design and algorithmic development of adaptive filters

A chapter describing how echo and reverberation effects may be added to audio files using FIR and IIR
filters.

Signal Wizard 2.5 software
Soundtrack software

There are multiple audio files that you will use in conjunction with the software for processing purpose. Before
commencing the practical work, make sure you read Chapter 1 (Definitions and Applications of DSP).

2.

THE SOFTWARE

You will make use of the following software, which is available with your pack (or as free downloads from

http://www.signalwizardsystems.com/downloads.html):
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•

Signal Wizard 2.5. This is a unique, integrated system for designing, downloading and running very high

performance filters both offline and in real-time; you will only use it for offline processing the real-time
capability requires a hardware module. The software interface designs the filter according to the user's

requirements and is very simple to use. Most important, the system requires no knowledge of digital

signal processing (DSP) theory on the part of the user, or of the mathematics associated with digital filter

design. Due to its flexibility, it is particularly well suited to the processing of audio signals. Applications
include audio signal processing, sensor signal conditioning, signal analysis, vibration analysis, education
•

and research in electrical, electronic and other physical sciences.

Soundtrack. This is a wave (WAV) file processing and editing software package. It can perform many of the
signal processing functions offered by commercial packages. Soundtrack also incorporates the Signal

Wizard filter design engine, allowing sophisticated filters to be implemented with just a few key strokes. It

is an ideal package to use in a learning environment, since many key DSP operations taught at
undergraduate and postgraduate level can be executed using its simple menu structure.

3.

RESOURCES AND INTERNET LINKS

You are encouraged to visit the Signal Wizard Systems Ltd website, at www.signalwizardsystems.com. Signal

Wizard Systems Ltd is a spin-out company from the University of Manchester. The website is a useful resource
for many of the topics discussed here, and hosts a range of free software and technical documents.

Also of relevance is the vSound Facebook link www.facebook.com/VsoundSWS. The vSound system is a DSPbased sound enhancement system for musicians and is the latest product from Signal Wizard Systems Ltd.

4.

PRACTICAL DEMONSTRATION OF DSP USING THE SOFTWARE TOOLS
4.1. Offline FIR filtering

Using your tutorial pack, read Chapter 8 (The Design and Implementation of Finite Impulse Response Filters),

paying particular attention to FIR filter design using the frequency sampling method. Now open the Signal Wizard
Software and access the Help System. Read Chapter 3 (FIR filter design interface) and Chapter 8 (Offline filtering

and analysis). Use the Process menu to open the window which performs off-line wave file filtering. Now

undertake the following tasks:
•

Open the audio file “signal 1.wav”. This contains a number of tones. Design a filter to remove all harmonics
except for the 5 kHz component. Use the playback facility to confirm that the filter works. Try using

•

different numbers of taps (filter coefficients) and explain the changes in filter performance.

•

Design a filter to remove the multiple interference tones from “signal 2.wav”.

•

reconstructed signal been adversely affected>

Design a filter to remove the broadband interference from “signal 3.wav”. Why has the quality of the
Now open the file “signal 4.wav”, which contains a square wave. Using Signal Wizard, process the signal

using a Hilbert transform. Describe both the impulse and frequency response of the filter. Why does it
have zero gain at DC? Why does the filtered signal have a different shape in the time domain?
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•

Open the file “signal 5.wav”. This is a music track degraded by broadband noise from DC to 24 kHz. Try to
use FIR filters to remove the noise. Explain your results.

4.2. Analysis of IIR Response
Using your tutorial pack, read Chapter 6 (An Introduction to z-Space, the z-Transform and Digital Filter Design).

In this section, you will use Signal Wizard 2.5 to design a 2nd order low-pass Butterworth infinite impulse
response (IIR) filter, and analyse its response.
•

•

Run Signal Wizard 2.5, and click on the tab marked “IIR” in the Filter Design Interface.

Select a 2nd order Butterworth filter with a cut-off of 10 kHz. Make sure the frequency range is set to 24

kHz (i.e. a sample rate of 48 kHz) and taps of 32768 are selected (the number of taps does not affect the
•

IIR response, but it does affect the display).

•

Using the graphical Interface, measure the amplitude of the frequency response at 12 kHz.

•

values will be saved as a text file.

Save the values of the zeros and poles by clicking on the “Save” button in the Filter Design Interface; the
Using these zeros and poles, calculate by hand the amplitude of the frequency response at 12 kHz,
comparing it with the value obtained by Signal Wizard. How does Signal Wizard calculate the frequency
response?

4.3. Adaptive filtering using Soundtrack
In this section, you will use the program Soundtrack to perform noise removal from the file “signal 5.wav”, which

contains broadband noise. You will have found from Part 4.1 that simple FIR filtering could not suppress the
noise, since it occupies the same bandwidth as the music information. Before attempting this section, read
Chapter 10 (Rudiments of Adaptive Filters) from your Tutorial pack. Now perform the following.
•

Open Soundtrack, and from the main menu select Single operations │Adaptive filter (delayed input).

Open the file “signal 5.wav”, and attempt to filter it using the delayed input adaptive filter. Try altering the
•

decorrelation delay, learning rate and number of filter coefficients. Explain your results.

Now repeat (1) above but use a true input adaptive filter. From the main menu select Single operations

│Adaptive filter (true). Open the file “signal 5.wav” (input file 1), and open the noise file “noise 1.wav”
(input file 2). Again, adjust the learning rate and number of filter coefficients. Explain your results.

4.4. Echo and reverberation effects using Soundtrack
So far, you have used filters to remove or suppress noise from signals. However, filters, especially IIR filters, can
be used for much more than that. They can be used to create a wide variety of audio effects. In this section, you

will use the program Soundtrack to ad in echo and reverberation (reverb) to an audio file. Before starting, read

Chapter 16 (Audio Effects (1) Echo and Reverberation) in your tutorial pack.

•

Open Soundtrack, and from the main menu select Musical │Echo. Open the file “signal 6.wav”, and apply

an echo using the controls. Explain the meaning of the input parameters Delay, Decay and Overall gain

with reference to the echo transfer function and difference equation.
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•

•

With reference to the resonance points of the transfer function, explain why the echo filter is also known
as a comb filter.

From the main menu select Musical │Reverb. Again using the file “signal 6.wav”, add a reverb effect to the

audio. In order to avoid clipping, you may need to reduce the gain of the audio prior to applying the effect.
Explain the meaning of the input parameters Room size, High frequency absorption and Direct / indirect

mix with reference to the reverb transfer function and difference equation.
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Chapter 1: Definitions and Applications of DSP

1.1 What is digital signal processing?
Digital systems are all the rage these days. Mention that a consumer product is digital and it’s sure to
sell. For home computers, MP3 players, mobile telephones, DVD players and surround sound systems,
sales have never been better. Why is this? What does digital mean anyway? Is it true that digital
implies high quality, better than we could get from traditional analogue techniques? The answer to the
last question is yes, but why this is so may not always be obvious. And where does DSP sit in all of
this? If DSP involves the processing of digital data, surely everything that we do on computers can be
said to be DSP – including, for example, word processing or web browsing? Well not really. Most
practitioners would agree that, strictly speaking, DSP involves manipulation of signals that have their
origins in the analogue world. Such signals may be produced for example, by video, audio, radio
telemetry, radar, thermal, magnetic or ultrasonic sensor systems, to name but a few from a truly
enormous range of devices and instruments. The point here is that the signals are originally analogue
and continuous in nature to start with (don’t worry too much about these terms just yet – just think
about a microphone. It produces a continuous electrical signal whose magnitude is proportional to the
intensity of sound it detects).
The problem with artificial definitions of this kind is that there are always grey areas that do not lie
within their boundaries, yet should still be included within the definition, in this case because of the
nature of the operations applied. Take for example, computer networking and data transferral. In many
cases, digital information is passed between computer and computer, information that owes nothing to
the analogue world (for example a file representing a word processed document). The information may
be encoded in a variety of lossless compression formats, to minimise the time and bandwidth
constraints on the network. Undoubtedly, compression is an important aspect of DSP, and so the
original limited definition given above is, as we see, not entirely accurate. Despite this, in the great
majority of cases, DSP is used to enhance or change (sometimes even to degrade) signals obtained
from “real world” sensors and instrumentation systems.
off-line
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music signal
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to analogue
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Figure 1.1 Sequence of events in the DSP chain. The processing may be performed in real-time or off-line.

In brief, the simplified chain of events goes something like this: the transducer converts some form of
energy to which it is designed to respond into an electrical signal. This signal is converted into digital
form, processed by a computer or DSP system and sometimes, but not always, re-converted back into
the analogue domain. This process is illustrated in Figure 1.1. It is stressed that the word simplified is
used above, because we have omitted some links in this chain that are essential from a practical
perspective (such as anti-aliasing and reconstruction filters, which we will cover), but which do not
impinge on the essential principle of the process. In this illustrated example, audio is being recorded
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and converted into a digital data stream. That may not seem particularly interesting or revolutionary,
until you consider that while the audio is still in its “number form”, we can do some really rather
amazing things with it. Manipulating this kind of “numerical audio”, if you like, is called Digital Signal
Processing (DSP), and is one of the most important technological achievements of the age – in many
ways it is transforming our world beyond recognition. This is no overstatement – without DSP, the
lives that we now live in the modern world would simply not be possible. What is startling is that many
experts working in this field consistently fail to predict events and developments of global significance.
This is perhaps because we have not yet fully grasped that the DSP revolution is fundamentally and
qualitatively different from all technological revolutions that have gone before. With digital signal
processing, we can effectively re-write reality, because, just as the currency of our brains is thought, so
too the currency of digital signal processing equipment is number. The DSP revolution is not just about
fast hardware, although it is undeniably important. DSP is also about ideas and, more importantly,
ideas about ideas.
If something is in number form, it is very easy to manipulate, because transformations are strictly a
matter of software. Hence a digital filter system is inherently flexible, since changing the
characteristics of the filter merely involves changing the program code or filter coefficients; with an
analogue filter, physical reconstruction is required. Furthermore, it is immune to the effects of ageing
and environmental conditions, since the filtering process is dependent on numerical calculations, not
mechanical characteristics of the components. This makes it particularly suited for very low frequency
signals. For the same reason, the performance of a digital filter can be specified with extreme precision,
in contrast to analogue filters where a 3% figure is considered excellent.
And what about the distinction between off-line and real-time DSP? If you’ve already recorded and
stored your data on a PC and want to process it, then speed is not critical. As long as the processing
algorithm takes a reasonable time to produce the desired result, then it doesn’t matter that there is no
synchronicity between the signal input and output. Digital recording studios, for example, invariably
resort to recording the music, digitally enhancing it at leisure, and producing the final version many
days after the final guitar note has faded away. Such off-line luxury, is however, not always available
or possible. What about live performances, video and audio broadcasting, mobile phone telephony,
radio telemetry, and a host of other circumstances where the data are being generated and consumed in
real-time? In this case, any DSP that is performed must, by definition, be applied in real-time. And so
we reach an important conclusion: real-time DSP must produce one new output value for every input
value. Invariably, there will be a constant delay within the DSP system (which represents the
processing operation), but as long as this delay is constant and small, no data logjam will build up.
How small is small? Well, it all depends on the nature of the consumer. If it is a live audio
performance, the constant delay in the system should not really exceed 50 ms, otherwise the movement
of the performer’s lips will not correspond to the perceived sound. Even here, though, we have some
flexibility, because if the performance is taking place in a large auditorium or an open air stadium, the
delay resulting from the sound travelling through the air will exceed the delay introduced by the DSP
system (it takes sound about 50ms to travel 16.5m, i.e. the length of a small lecture theatre).
In order to perform real-time DSP that is effective, we need, above all, a fast processor. Why? Because
data are streaming in and out at kHz or MHz speeds, and we need to multiply, add and shift many
times per sample point for our algorithms to work. As we will learn, multiplication, addition and
shifting are the three operations that lie at the heart of all DSP algorithms, and the big semiconductor
corporations such as Texas and Motorola invest billions of dollars in developing chips that do these
three things as fast as possible. How fast is fast? Well, let’s take a typical example. Say you have a
mono audio signal sampled at 48 kHz. You design a high-pass finite impulse response (FIR) filter with
256 coefficients, to remove mains hum. These filters operate through convolution – every time a new
signal point is acquired, we multiply the most recent 256 signal values with the coefficients of our filter
and sum them all to produce one new (output) signal value. Hence we need to perform 48000 × 256 =
2

12.288 million multiplications and accumulations per second, or MMACS, as they are known in the
business. Is this possible? Yes indeed – modern DSP chips would still be in first gear! The Motorola
DS56309, which costs around $20, operates at 100 MMACS. Another member of this family, the
DSP56321 goes up to 400 MMACS. It doesn’t stop there. The Motorola Starcore MSC8102 operates
at 48000 MMACS – all this in a package the size of a 50p piece. In comparison, when the world’s first
digital computer, ENIAC, was first completed in 1945, it contained 18,000 valves, consumed 150
kilowatts of power and performed 5,000 additions or 357 multiplications per second.
Given all this power, DSP can achieve truly wonderful things, as evidenced by Figure 1.2a. Buried in
this seemingly random data is an electrocardiogram (ECG) signal. In this case, the noise exists in a
band between 350 Hz and 1 kHz. Using a digital brick-wall band pass filter with very steep transition
zones, we can recover the ECG trace, shown in Figure 1.2 (b). Although the recovery looks impressive,
digital filters do this job very easily. Since the bandwidth of the noise does not encroach on the signal
bandwidth, which does not extend beyond about 100 Hz, total signal restoration is possible, as long as
the filter is sharp enough with pure phase linearity. Incidentally, digital filters can separate signals
whose band gap margins can be arbitrarily small - this kind of recovery would be very difficult with
analogue filters – the sharper the filter, the more the risk of instability and phase distortion. These
problems can be completely avoided in digital designs – we’ll see how later.
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Figure 1.2 (a). ECG signal severely contaminated by out-of-band noise.
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Figure 1.2 (b). ECG Signal shown above, recovered after processing with a linear band pass filter whose, bandwidth
extends over the range of the ECG signal only. In addition to removing the noise, the filter has preserved the shape of
the signal by virtue of its linear-phase characteristics. Signal shape preservation is an essential feature of filters intended
for use with biomedical signals.
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1.2 What is DSP used for?
Although there are almost as many DSP algorithms as there are stars in the heavens, in essence their
functions fall into a small number of categories. These are:
•
Noise removal
•
Enhancement
•
Special effects
•
Compression/decompression
•
Encryption/decryption
•
(Feature analysis)
•
(Feature extraction/recognition)
Once again, these categories are slightly artificial and often the boundaries between them are blurred.
Noise removal is one of the most common applications of DSP; in a simple case, the noise might be
band limited or lie outside the bandwidth of the signal. Thus a simple, fixed band stop filter will
suffice. In another situation, the noise distribution may be more complex, demanding arbitrarily shaped
or adaptive filters. In both circumstances however, the objective is to maximise the signal-to-noise
(SNR) ratio. Signal enhancement is an allied but distinct subject area. The signal may have a good
SNR, but certain signal frequency components may be too weak (or too strong). For example, a
loudspeaker should ideally have a flat frequency response, but never does in practice. DSP can be used
with great facility here to remedy an imperfect system – see Figure 1.3 for example. Special effects
naturally follow on from signal enhancement – if you extend the loudspeaker correction example, you
can make it sound truly bizarre. Never discount special effects as an area unworthy of your attention.
They are a multi-billion dollar business, universally applied in the music and entertainments industry.
What is intriguing in all of this is that the algorithms for noise removal, signal enhancement and special
effects share significant commonality of the mathematical principles upon which they are based.
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Figure 1.3(a). Midrange frequency response of a cheap computer loudspeaker. The response was obtained by
stimulating the speaker with a swept sine wave, and performing a high-resolution Fourier analysis on the signal
received from a microphone. Ideally, the response should be a flat line.
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Figure 1.3(b). The frequency response after digital equalisation. Equalisation was performed by generating a timedomain filter from the inverse Fourier transform of the inverted frequency response.

Modern computer and digital systems are associated with large amounts of information, information
that is often transmitted over a network or a mobile telephony system. If you want to transmit a lot of
information quickly, you need a high bandwidth, and this costs money. Similarly, the longer you use
the network channel, the more it costs. So there is great incentive to compress data before transmission,
expanding it upon reception. Compression/decompression algorithms generally come in two varieties,
loss-free and lossy, and both are widely used. Loss-free are clearly required if, for example, you are
downloading a program file from the web. Upon decompression, every byte must be identical with the
original; otherwise it will not work correctly, if at all. Lossy are used when some information loss can
be tolerated in the decompressed version, and are frequently applied to video and audio data. By
definition, lossy algorithms can achieve far greater compression ratios than loss-free. Both are the
subjects of much research in DSP labs all over the globe.
To emphasise the point made earlier, progress in DSP algorithms follows in the wake of advances in
hardware systems. Nowhere is this truer than in the field of data encryption/decryption. The
establishment of the Web as the global communication network has led to a veritable explosion in
developing secure means of transmitting data. Whole journals are devoted to this subject, but it is not
something that we will cover in any detail here. The reasons are more pragmatic than anything else; to
do the subject justice requires a lot of space, and on balance it is preferable to devote this to dealing
with the more commonly encountered subjects in DSP.
The final two categories that are mentioned – feature analysis and extraction/recognition, do not,
strictly speaking, belong to DSP, although they are often taught as part of this discipline. The reason
why they are interlopers is fairly simple. Signal processing necessarily involves changing the signal in
some way, to make it better, different or sometimes, deliberately worse (think of the sound-effects
system of a professional theatre, for example, that is used to make an actor sound as if he or she is
speaking through a telephone). Signal analysis, feature extraction and pattern recognition essentially
involve the observation of a signal – information is extracted from the data, but the data remain
unchanged. Once more however, our definition is a bit leaky. The Fourier transform is an analytical
tool – although it maps the data into a different domain, the data remain the same – they are just
presented in a different way. Yet the Fourier transform is also ubiquitously applied to change or
process signals, and in fact, lies at the heart of nearly all DSP.
1.3 Application areas
How many of us are aware, for example, that the Pythagoras’ Theorem we learned at school – the
square of the hypotenuse of a right angled triangle is equal to the sum of the squares of the remaining
5

two sides – is applied every second of the day in some form or another to maintain our digital world.
But what on earth does a triangle have to do with, for example, digital mobile communication systems?
Well, the vector sum calculation, as it’s formally known, is used to obtain signal magnitudes (for one
thing), and is applied to the Fourier transform to obtain magnitudes of frequency components. But it
isn’t just communication systems that exploit DSP; have a look at the list below, which just scratches
the surface:
•
•
•
•
•
•
•
•
•
•
•
•
•

Analogue emulation systems
Audio/visual/multimedia
Biomedical
Control
Control systems engineering
Digital waveform synthesis
Earth-based telecommunications
Image processing
Image processing in all its representations
Industrial signal conditioning
Mechatronics
Military/surveillance
Multiplexing

•
•
•
•
•
•
•
•
•
•
•
•

Multirate processing and non-linear DSP
Networking
Noise cancellation systems
Nondestructive testing
Pattern recognition and matching
Radar
Remote sensing
Robotics
Satellite telemetry
Seismology
Speech recognition/synthesis
Scientific Instrumentation; signal analysis

Table 1.1 Some application areas of DSP.

There are two points to make about Table 1.1. First, each of these areas is a world in itself, and to
do any of them justice requires at least an entire volume. To emphasise this point, think about
digital audio for a moment; both amateurs and professionals have made extensive use of DSP for
recording and signal manipulation over the last thirty years, and a vast industry has been built up
around this. Funnily enough, many of the algorithms developed for audio have found their way into
what some people might call “serious” scientific research. If you look at Table 1.2 for example,
DSP is applied to audio in many different ways.
•
•
•
•
•
•
•
•

Chorusing
Digital composition
Distortion
Echo
Flanging
Mono to pseudo stereo conversion
Noise removal, hiss removal etc
Phasing

•
•
•
•
•
•
•
•

Pitch scaling
Restoration of old recordings
Reverberation
Signal delay
Surround sound
Time scaling
Virtual surround sound
Waveform synthesis

Table 1.2 Just a few areas in audio DSP

The second point about Table 1.1 concerns the topic of image processing, which appears in italics.
This is more than an application area, but an extension of DSP into at least one more dimension and
a whole new scientific discipline. It should be borne in mind however, that anything we do in one
dimension extends without (conceptual) difficulty into 2 or even N dimensions.
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Chapter 6: An Introduction to z-Space, the z-Transform and Digital Filter Design

6.1 Introduction
The z-transform is the discrete-space equivalent of the Laplace transform. This transform is most
widely applied in the analysis and design of IIR filters, also termed recursive filters because of the
feedback nature of their operation. Although it shares many similarities with the Laplace transform,
there are certain distinctions between these two transforms of which we should be familiar in order
that we can use them effectively. These differences arise due to a seemingly obvious but
fundamental reason: because discrete signals must be sampled at some finite rate, they must by
definition be band limited. Consequently, any transform that describes a filter system operating in
discrete space must be bound by this same limitation. Before we can see what this means in
practice, we need to provide a mathematical framework for the subject.
6.2 The z-transform: definitions and properties
6.2.1 The z-transform and its relationship to the Laplace transform
The z-transform is similar in form to the DFT, and for a discrete signal x[n], the unilateral version is
given by
∞

X ( z ) = Z {x[n]} = ∑ x[n]z − n

(6.1)

n =0

Where Z denotes the z-transform. The bilateral transform is similar, but with n ranging from ± ∞.
Because we are dealing with causal systems, the unilateral manifestation is sufficient for our
purposes. As with the Fourier transform and the Laplace transform, the original discrete-space timedomain signal may be recovered from the z-transformed signal, using the inverse z-transform thus:
x[n] = Z −1 {X ( z )}
(6.2)
-1
Where Z denotes the inverse z-transform. Although the variable z is more often than not manipulated
as a simple algebraic symbol, it is important to remember that it is a complex variable, rather like the
Laplace operator s. However, an important difference between the Laplace transform and the ztransform is that, whilst the former maps the complex frequency space using Cartesian coordinates (ie
σ and jω), the latter employs polar coordinates, where any point is defined by its distance (magnitude)
from the origin, and the angle (frequency) that it subtends to it. The relationship between s and z is
therefore given by:
(6.3)
z = e σT e jωT = e (σ + jω )T = e sT
Hence
z −1 = e −σT e − jωT = e − (σ + jω )T = e − sT
(6.4)
where T represents the sample period. Furthermore, the polar coordinates of a point X(r, Φ) in z-space
are given by
r = z = e σT
Φ = ∠z = ωT
(6.5)
ln r
σ=
T
Using Equations 6.3 to 6.5, it is possible to map a point in Laplace space into z-space . Now this latter
domain is usually represented by the unit circle, so-called because it has a radius of 1, shown in
Figure 6.1. As with Laplace space, the horizontal axis is real and the vertical axis is imaginary. Any
point on the circumference on the unit circle denotes a frequency, the angle of which is given by ωT.
For example, assume we are sampling a signal at 10 Hz, i.e. T = 0.1 s, and we wish to represent
frequencies at 1.25 Hz, 2.5 Hz, 3.75 Hz, 5 Hz and 6.25 Hz. These are indicated by points A to E in
Figure 6.1, and Table 6.1.
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Figure 6.1. The unit circle of z-space with five frequency points located on its circumference. The frequency of any given
point is determined from the angle ωT that it subtends to the origin, where T is the sample period.

Point on unit circle
A
B
C
D
E

Frequency, ω
7.854
15.708
23.562
31.416
23.562

Frequency, Hz
1.25
2.5
3.75
5
6.25 (3.75)

Angle, ωT, where T = 0.1
π/4
π/2
3π/4

π
−3π/4

Table 6.1. Frequencies points on the unit circle denoted by angle, where T = 0.1 (see Figure 6.1.).

We know that the highest frequency that can faithfully be represented by a signal sampled at f Hz is
f/2 Hz. Therefore with the unit circle, the Nyquist point is denoted by π. As a result, although point E
represents a frequency of 6.25 Hz and therefore an angle of 5π/4, in fact if the system in our example
attempted to digitise it, it would appear as a frequency of 3.75 Hz (ie as point C), with an angle of 3π/4.
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Figure 6.2. Locations on the s-plane and their equivalent positions on the z-plane.

Point
A
B
C
D
E
F
G

s-plane, Cartesian
Coordinates

σ

ω

0
0
-5
-5
-5
0
2.5

0
15.707
15.707
0
-15.707
39.27
15.707

z-plane, polar
coordinates
|z|
∠z
1
0
1
π/2
0.606
π/2
0.606
0
0.606
- π/2
1
-3π/4
1.284
π/2

z-plane, Cartesian
coordinates
Real
Imaginary
1
0
0
1
0
0.606
0.606
0
0
-0.606
-0.707
-0.707
0
1.284

Table 6.2. Points in the s-plane and their equivalent positions in the z-plane, for T =0. 1 (see Figure 6.2).
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This brings us to an important distinction between the s-plane and the z-plane. The s-plane maps
continuous signals, and is therefore not associated with aliasing. In contrast, the unit circle is
essentially a periodic mapping technique that describes discrete signals sampled at a finite frequency.
Therefore, frequencies that proceed past the Nyquist point simply continue to rotate around the unit
circle. This has significant consequences for filter design methodologies that exploit the mapping of sspace into equivalent z-space. Take a look at Figure 6.2 and Table 6.2. Figure 6.2a depicts the s-plane,
together with a number of marked positions from A to F. Figure 6.2b shows these points in their
equivalent positions in z-space. The re-mapping is performed using Equation 6.5. Table 6.2 provides
their coordinates in the s-plane, and their equivalent polar and Cartesian coordinates in the z-plane.
Remember that to convert a coordinate from polar to Cartesian form, we simply use the formula:
re = e σT cos(ωT )
(6.6)
im = e σT sin(ωT )
If a point moves upwards along the vertical axis on the s-plane, it represents an increase in frequency.
In contrast, the z-plane represents an increase in frequency by the same point moving in a counterclockwise direction around the unit circle. Point A in Figure 6.2a, for example, which is located at the
origins of both axes in the s-plane (i.e. zero σ and ω) is located, on the z-plane, on the horizontal (real)
axis with a magnitude of 1 (Figure 6.2b). Furthermore, a point in the s-plane which is non-zero but
purely imaginary, such as point B, will lie at position B on the unit circle. Points C, D and E are
similarly remapped into the z-plane using the appropriate conversion formulae. Now consider point F.
Again this is purely imaginary, with a frequency of 6.25 Hz, or 39.27 radians. In the s-plane, this
simply appears at a position higher up the frequency axis. However, in the discrete case, in the context
of this example where T = 0.1 s, this frequency is aliased downwards. From this we can conclude that
although the s-plane always maps points uniquely, the z-plane does not necessarily do so. Another,
and crucial, property of the unit circle is the manner in which it represents instability. Any discrete
system that bears a pole with a magnitude greater than 1 will be unstable.
6.2.2 The z-transform as a power series and its role as a delay operator
Imagine we have a causal signal x[n], given by x[n] = 5, -2, 3, 7, -1 for n = 0...4. Then the z-transform
is given by
4

X ( z ) = ∑ x[n]z − n = x[0]z 0 + x[1]z −1 + x[2]z − 2 + x[3]z −3 + x[4]z − 4
n =0
−1

−2

−3

(6.7)

−4

= 5 − 2 z + 3z + 7 z − z
An observation is that z is essential a time shift operator. Multiplication by z advances a signal point
by one sample interval, and multiplication by z-1 delays it by the same amount. There is a very simple
way to demonstrate the time-shifting property of the z-transform; simply apply it to an impulse
function and a delayed impulse function.

Example 6.1
Find the z-transforms of the following:
The impulse function δ[n].
a.
The weighted, delayed impulse function Aδ[n-3].
b.
Solution 6.1
a.
For the isolated impulse function, the z-transform is given by
X ( z) =

∞

∑ x[n]z

−n

n =0

X ( z ) = (1) z + (0) z −1 + (0) z − 2 + K
−0

b.

∴ X ( z) = 1
For the weighted delayed impulse function, the z-transform is
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∞

X ( z ) = ∑ x[n] z − n = (0) z −0 + (0) z −1 + (0) z − 2 + A z −3 + (0) z − 4 K
n =0

∴ X ( z ) = Az −3
Incidentally, part (b) of the solution above also confirms that the z-transform, like the other transforms
we have discussed, is a linear operator, i.e.
∞

∞

n =0

n =0

∑ kx[n]z −n = k ∑ x[n]z −n

(6.8)

6.3. Digital filters, diagrams and the z transfer function
6.3.1 Digital filter processing blocks
There are two main kinds of linear digital filter that operate in the time domain; the FIR and the IIR
variety. There are only ever three operations that a processor uses to execute them: time shift,
multiplication and addition. Because these three operations are of such pivotal importance not just to
digital filters but to the whole of DSP in general, all real-time DSP devices are designed to execute
them as fast as possible.

z-1

Σ

h[0]

(b)

(a)

(c)

Figure 6.3. Filter block operations; (a) delay input by one sample interval; (b) multiply input by term; (c) sum inputs.

A digital filter may be represented as an equation, sometimes called a difference formula, or it may
also be depicted as a diagram, the visual nature of which often aids in the understanding of the flow of
signals and coefficients, and hence how the filter operates. Filter block diagrams, as they are called,
portray the three key operations of digital filters as shown by Figure 6.3. A square enclosing the
symbol z-1 (or sometimes T) denotes that a delay operation is applied to the incoming signal (Figure
6.3a). A triangle enclosing a symbol or number indicates that the incoming signal is multiplied by this
term or value (Figure 6.3b). Finally, addition or summation is represented by two or more input
signals applied to a circle enclosing a Σ symbol (the + sign is also widely used).
z-1

x[n]

h[0]

z-1

h[1]

z-1

h[2]

z-1

h[3]

x[n]

Σ

z-1

h[4]

y[n]

b

(b)

Σ
y[n]

(a)
x[n]

Σ

Σ

y[n]

z-1

Σ

b[1]

a[1]

Σ

z-1
b[2]

a[2]

(c)

Figure 6.4. (a) FIR, (b) purely recursive and (c) typical IIR filter block diagrams. The final form shown is also a canonic
biquad IIR filter stage, or direct form II representation (see text).
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The FIR filter employs an impulse response of finite length, and the output is obtained simply by
convolving this with the incoming signal. Consequently, there is no feedback in the system. Such
filters, are typically visualised as shown in Figure 6.4a. This depicts a 5-point FIR structure. In
contrast, if the filter is of the IIR type, it must include feedback. Figure 6.4b shows a very simple IIR
filter that feeds back a fraction b of the output, which is then summed with the next input value to
produce a new output value. This filter is purely recursive, since it does not involve any convolution
with multiple input signal values, i.e. it has no transversal path. Most IIR filters, however, comprise a
recursive and non-recursive part, one such diagram being shown in Figure 6.4c. The right hand side of
the diagram denotes the transversal or feed-forward section, involving coefficients a[1] and a[2], and
the left-hand side represents the recursive part, with coefficients b[1] and b[2]. In general with this
kind of IIR filter, it is considered that the signal is first processed by the recursive section, and the
processed result is fed back into the transversal, or FIR section. This is also known as a Direct Form II
implementation.
6.3.2 Details of difference equations and the z transfer function
The convolution equations or difference formula for non-recursive FIR and recursive IIR systems
have been studied earlier. To recapitulate, the non-recursive FIR discrete-time equation is given by

y[n] =

M −1

∑ h[k ]x[n − k ]

(6.9)

k =0

In contrast, the IIR version involves a feedback structure and is therefore given by
∞

M

N

k =0

k =0

k =1

y[n] = ∑ h[k ]x[n − k ] = ∑ a[k ]x[n − k ] − ∑ b[k ] y[n − k ]

(6.10)

In the case of Equation 6.9, the impulse response is time limited, i.e. it comprises M coefficients, or
taps. However, Equation 6.10 reveals that although there is a finite number (M + 1) of transversal
coefficients and a finite number N of recursive coefficients, because of feedback the impulse response
is infinite, or eternal.
As with the Fourier transform and the Laplace transform, the principle of duality operates between the
time domain the z domain. Therefore, just as the output signal y[n] can be calculated by convolving
the input signal x[n] with the impulse response h[n], so to the z-transform of the output signal is
obtained by multiplying the z-transform of x[n] and h[n], i.e.
Y ( z ) = H ( z ) X ( z ) = Z {h[n]*x[n]}
(6.11)
Now the z-transform of h[n] is known as the z-transfer function of the system or sometimes just the
transfer function, and is written as H(z). It is a most important property, and a critical goal,
particularly in the design of IIR filters. Rearranging Equation 6.11, we find that in general, the transfer
function is given by
∞
Y ( z)
H ( z) =
= ∑ h[n] z − n
X ( z) n=0
(6.12)
If we are dealing with an FIR filter, then the transfer function is simply a single polynomial of z-1, i.e.
M −1

H ( z ) = ∑ h[n] z − n = h[0] + h[1]z −1 + h[2]z − 2 + K + h[ M − 1]z −( M −1)

(6.13)

n =0

In contrast, the transfer function of an IIR filter involves the ratio of two polynomials (Ifeachor and
Jervis, 1993) thus:
M

a[0] + a[1] z −1 + ... + a[m] z − m
H ( z) =
=
1 + b[1] z −1 + ... + b[n] z − n

∑ a[m]z

−m

m =0

N

1 + ∑ b[n]z

(6.14)
−n

n =1

In Equation 6.14 the numerator polynomial represents the non-recursive, or FIR part of the filter, and
the denominator polynomial represents the recursive part. This can be verified with respect to
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Equation 6.13; if there is no feedback, then the denominator becomes 1 and we are left with a single
polynomial. The second feature of interest is the change in sign (+) in the denominator, respecting the
y[n] coefficients, b[n]; in Equation 6.10, the y[n] terms are shown as negative. This may readily be
understood using the following reasoning. Say we have a recursive system, given by
y[n] = a[0]x[n] + a[1]x[n − 1] + a[2][ x[n − 2]
(6.15)
− b[1] y[n − 1] − b[2] y[n − 2] − b[3] y[n − 3]
Rearranging to group y[n] an x[n] yields
y[n] + b[1] y[n − 1] + b[2] y[n − 2] + b[3] y[n − 3]
(6.16)
= a[0]x[n] + a[1]x[n − 1] + a[2][ x[n − 2]
Taking the z-transform of both sides (and using the law of linearity), we obtain
Y ( z ) + b[1]Y ( z ) z −1 + b[2]Y ( z ) z −2 + b[3]Y ( z ) z −3
(6.17)
= a[0] X ( z ) + a[1] X ( z ) z −1 + a[2] X ( z ) z − 2
ie
Y ( z )(1 + b[1]z −1 + b[2]z −2 + b[3]z −3 ) = X ( z )(a[0] + a[1]z −1 + a[2]z −2 )
(6.18)
So finally,
2

a[m]z − m
∑
Y ( z)
a[0] + a[1]z −1 + a[2]z − 2
H ( z) =
=
= m=0 3
−
−1
−3
2
X ( z ) 1 + b1[1]z + b[2]z + b[3]z
1 + ∑ b[n]z − n

(6.19)

n =1

The change in sign of the denominator polynomial is something that must not be overlooked when
moving from the transfer function to expressing the filter in terms of its difference equation.
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Figure 6.5. (a) Pole-zero plot and (b) frequency response of a Hanning filter with an impulse response given by 0.5, 1.0,
0.5. (c) Obtaining the magnitude and phase of the frequency response using the pole-zero plot.
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6.3.3 The poles and zeros of digital filters
The zeros are the values of z for which the transfer function becomes equal to zero, and are in essence
the roots of the numerator polynomial. Similarly, the poles represent the roots of the denominator
polynomial, i.e. they are the values of z for which the transfer function becomes infinite. As long as
the poles of a filter lie within the unit circle, it will be stable. In order to avoid confusion with the z
operator, we will use the letter α to denote a zero and β to denote a pole. We have already stated that
FIR filters are unconditionally stable; thinking about them in terms of poles and zeros allows us to see
why. For example, say we have a filter given by h[n] = 0.5, 1, 0.5, for n = 0...2. This will have a
transfer function of
H ( z ) = 0.5 + z −1 + 0.5 z −2
(6.20)
Clearly, this has two zeros, i.e. α = -1 twice, but only a single pole given by β = 0. The pole-zero
diagram for this filter is shown in Figure 6.5, together with its frequency response. No matter how
many terms an FIR filter has, it only ever has a single pole, always located at the origin, i.e. β = 0.

IIR filters can have poles anywhere within the unit circle; as we approach a pole the magnitude of the
filter’s output increases, and as we approach a zero, it falls. Using all the poles and zeros within the
unit circle it is possible to obtain the frequency response of the transfer function To calculate the
response at a given frequency, say ω1, we proceed as follows. First, locate the point P on the
circumference of the unit circle that corresponds to this frequency. Draw vectors from each of the
poles to this point. These vectors we will call vβ(1)…vβ(M). Next, produce similar vectors for the
zeros, vα(1)…vα (N). The magnitude of the frequency response at the frequency ω1 is given by the
product of the lengths of all the zero vectors divided by the product of the lengths of all the pole
vectors, i.e.
N

H ( z) =

Π v α ( n)
n =1
M

(6.21)

Π v β ( m)
m =1

This is illustrated in Figure 6.5c (note: use radian, not hertz). To obtain the phase of the frequency
response at the frequency ω1, we sum the phases of all the zero vectors, sum the phases of the pole
vectors, and subtract the second sum from the first, i.e.
N

M

n =1

m =1

Φ ( z ) = ∑ Φ α ( n) − ∑ Φ β ( m)

(6.22)

This is also illustrated in Figure 6.5c. An alternative method of obtaining the frequency response is to
replace z-1 with the term e-jωT wherever it appears in the transfer function; a brief inspection of
Equation 6.1 shows that if we do this then we are simply taking the Fourier transform of the impulse
response. Although both the pole-zero method and the substitution method may in principle be used to
find the frequency response of any filter, they are very laborious and rarely used in practice. A much
more efficient and reliable method is simply to stimulate the difference equation with an impulse, and
compute the DFT of the resulting function (which is of course the impulse response).
y[n]
x[n]

Σ

z-1

0.5

Figure 6.6. Simple recursive filter with a feedback gain of 0.5.

Figure 6.6, for example, shows a recursive filter whose transfer function is given by
1
H ( z) =
1 − 0.5 z −1

(6.23)
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and whose difference equation is therefore
y[n] = x[n] + 0.5 y[n − 1]
(6.24)
Clearly this has an impulse response given by h[n] = 1, 0.5, 0.25, 0.125… It is therefore a simple
matter to compute that h[100] = 7.889 × 10-31.
6.3.4 Factored forms of the transfer function
If we know the poles and zeros of a filter, we can express it directly in diagram form (direct form type
II) or as a difference equation. For example the filter of Figure 6.7 has a transfer function given by
1 − a[2]z −2
H ( z) =
(6.25)
−
1 + b[1]z −1 − b[2]z 2 + b[4]z − 4
hence a difference equation expressed as
y[n] = x[n] − a[2]x[n − 2] − b[1] y[n − 1] + b[2] y[n − 2] − b[4] y[n − 4]
(6.26)
x[n]

Σ

Σ

y[n]

z-1

Σ

-b[1]

z-1

Σ

+b[2]

-a[2]

z-1

-b[4]

z-1

Figure 6.7. IIR Filter diagram of Equation 6.26.

However, many filter designers choose to reconfigure high-order filters as a series cascaded 2nd order
sections. This is known as biquad design, and is desirable because the filter involves low negative
index values of z, the dangers associated with instability are minimised. Additionally, it is possible to
derive a general-purpose algorithm that can process each and every stage of the filter, obviating the
necessity of changing the code each time the filter is redesigned. Biquad design commences by using
the poles and zeros to express the transfer function in factored form. Given an nth order filter with n
poles and n zeros, the factored form of the transfer function may be written as
N −1
z − α n ( z − α 0 )( z − α 1 ) ( z − α 2 )( z − α 3 )
( z − α N − 2 )( z − α N −1 )
(6.27)
H ( z) = ∏
=
×
× K×
( z − β 0 )( z − β1 ) ( z − β 2 )( z − β 3 )
( z − β N − 2 )( z − β N −1 )
n =0 z − β n
It is often the case when designing IIR filters that the poles and zeros are represented as conjugate
pairs, i.e. a ± jb. If we make this reasonable assumption here, then for each biquad section given by
( z − α 0 )( z − α1 )
H ( z) =
(6.28)
( z − β 0 )( z − β1 )
the complex values of the zeros and poles are
α 0 = a 0 + jb0
α 1 = a 0 − jb0
(6.29)
β 0 = a1 + jb1
β1 = a1 − jb1
Making the simplification
ε 0 = a 02 + b02
(6.30)
ε 1 = a12 + b12
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Then each 2nd order stage is given by
[z − (a0 + jb0 )][z − (a0 − jb0 )] = 1 − 2a0 z −1 + ε 0 z −2
(6.31)
H ( z) =
[z − (a1 + jb1 )][z − (a1 − jb1 )] 1 − 2a1 z −1 + ε 1 z −2
and the difference equation for each 2nd order stage is therefore
y[n] = x[n] − 2a0 x[n − 1] + ε 0 x[n − 2] + 2a1 y[n − 1] − ε 1 y[n − 2]
(6.32)
The nice thing about Equation 6.32 is that to use it, we simply insert different coefficient values,
based on the poles and zeros of our high order filter.
6.4 IIR filter deign using pole-zero placement
6.4.1 Simple design strategies
Now that we have established some general-purpose technique for encoding cascaded biquad
sections, it would be appropriate to deal first with one simple but widely used method for designing
IIRs: that of pole-zero placement. We will discuss a program called ztransfer.exe that demonstrates
this method of IIR filter design. A screenshot of the program is shown in Figure 6.8. This program
allows the user to enter the poles and zeros of a digital filter, whereupon it will calculate the impulse
and frequency response of the IIR design. Since it uses Equation 6.32, it assumes that for an nth order
filter there are n zeros and n poles, grouped in conjugate pairs (this is indeed often the case with IIR
filters). For example, say you had a 2nd order filter whose zeros and poles were given by:
α 0 = 0.7 + j 0.7 β 0 = 0.6 + j 0.6
(6.33)
α 1 = 0.7 − j 0.7 β1 = 0.6 − j 0.6

Figure 6.8. Screenshot of the program ztrasnfer.exe.

Given these values, the program displays a pole-zero plot as shown in Figure 6.9a, together with an
impulse and frequency response as depicted in Figures 6.9b and 6.9c. This is moderately sharp notch
filter, and an examination of the pole-zero plot, together with Equation 6.21 reveals why. The
frequency of a system using the unit circle is given by the angle of the point on the circumference that
we are measuring. Since the real and imaginary values of the zeros are equal in magnitude, then these
must lie at an angle of 45° on the circle, i.e. a frequency of π/4 radians. In other words, this is 0.125 of
the sampling frequency.

67

j

1
0.8

-1

Magnitude

0.6

1

0.4
0.2
0
-0.2 0

20

40

60

80

100

0.2
0.3
0.4
Normalised frequency

0.5

-0.4
Sample

(b)

-j

(a)
1

Magnitude

Magnitude

0.8
0.6
0.4
0.2
0
0

0.1

0.2
0.3
0.4
Normalised frequency

1
0.9
0.8
0.7
0.6
0.5
0.4
0.3
0.2
0.1
0
0

0.5

0.1

(c)

(d)

Figure 6.9. A simple IIR notch filter; (a) pole-zero plot with poles of 0.6 ± j0.6 and zeros of 0.7 ± j0.7; (b) impulse and (c)
frequency response. For purposes of clarity, the impulse response has been shifted to the right. (d) Frequency response
with poles of 0.69 ± j0.69 and zeros of 0.707 ± j0.707;

At a substantial distance away from the poles and zeros the lengths of the pole and zero vectors are
approximately equal, so the frequency response is flat in these regions. As we approach the frequency
corresponding to the position of zero, then the zero vectors become progressively shorter than those of
the poles. Hence, when we take the ratio of the zero to the pole vectors, we find a trough in the
response. A remarkable property of the IIR filter is its efficiency; to increase the sharpness of the
response, simply move the zeros exactly on to the unit circle and move the poles closer to the zeros.
Now the filter is much more selective with respect to the rejection band. It is important to emphasise
that this improvement in selectivity has been realised without increasing the order of the design, and
therefore requires no more computational effort. However, the risk of instability is greater, since the
poles are now approaching the unit circle. Figure 6.10 shows what happens when the poles lie outside
of the unit circle.
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Figure 6.10. Output of unstable filter, with poles located outside of the unit circle.

Now consider the 4th order filter whose zeros and poles are given by
α 0 = 1 + j0
α1 = 1 − j0
α 2 = −1 + j 0
α 3 = −1 − j 0
β 0 = 0 + j 0.99 β1 = 0 − j 0.99 β 2 = 0 + j 0.99 β 3 = 0 − j 0.99

(6.34)
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This produces a very sharp band-pass filter, with a centre frequency of 0.25 the sample rate. The
filter’s pole-zero plot and frequency response is shown in Figure 6.11.
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Figure 6.11. (a) Pole-zero plot and (b) frequency response of filter given in Equation 6.34.
x[30]:=1;
m:=0;
N2:=N1 div 2;
repeat
a:=strtofloat(zero_real.Lines.Strings[m]);
b:=strtofloat(zero_imag.Lines.Strings[m]);
c:=strtofloat(pole_real.Lines.Strings[m]);
d:=strtofloat(pole_imag.Lines.Strings[m]);
e:=a*a+b*b;
f:=c*c+d*d;
for n:=20 to N1-1 do
y[n]:=x[n]-2*a*x[n-1]+e*x[n-2]+2*c*y[n-1]-f*y[n-2];
for n:=0 to N1-1 do x[n]:=y[n];
inc(m);
until(zero_real.Lines.Strings[m]='');
fft(forwards,rectangular,y,dummy,Yr,Yi,N1);

Listing 6.1

To understand how the software works, take a look at Listing 6.1, which shows the most important
code fragment from the program. Initially, the input signal array x[n] is set to zero (elsewhere in the
code), and then a single value at x[30] is set equal to 1. This represents a shifted impulse function
with which the impulse response will be stimulated. It is shifted merely to avoid array indexing errors
in the difference equation we need to commence our calculations sometime after time zero. In the
code, N1 is set to 2048, i.e. the length of the time domain signal, and N2 is half of this, i.e. the length
of the spectrum for positive frequencies. Within the repeat...until loop, the poles and zeros are
read. This loop repeats m times, where m is equal to the order of the filter divided by two. Hence
within each loop the program is computing the impulse response of each 2nd order stage, i.e. it is
following a biquad cascade design process. After gathering the zero/pole information, the program
simply implements Equations 6.29, 6.30 and 6.32. Finally, it obtains uses the FFT procedure to
calculate the frequency response of the filter.
6.4.2 Standard filters using biquad cascading
As it stands so far, the pole-zero placement method represents a somewhat trial-and-error approach to
filter design. Knowing that a zero gives rise to a dip in the frequency response and a pole produces a
peak, the designer moves these around until a suitable filter is produced. Are there more systematic
approaches, and can the biquad cascade method be used to implement them? The answer to both of
these questions is yes, and later we will look in detail at a couple of solid IIR design strategies.
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6.5 FIR and IIR filters: merits and disadvantages
Although we have not yet analysed in detail how FIR filters are designed, we have already found that
in some respects, FIR and IIR filters are radically different. Arising from this there are important
consequences and behaviours associated with these two approaches to digital filtering, which are
summarised in Table 6.3. Filter selection criteria are predicated on efficiency, phase linearity,
transition zone performance, stability, ease of design and word length immunity. Because of their
recursive nature, IIR filters impose less computational burden on the processor than FIR types,
requiring fewer coefficients to effect the same cut-off performance; in addition, formulae have been
established over many years to replicate the filter characteristics of traditional analogue designs
(actually, there is a way around this problem with FIR types, as we shall see). However, it is not
practicable with IIR filters to explicitly determine the phase of harmonics in the transition zone,
resulting in signal shape distortion in the time-domain for high-order designs. In addition, the
presence of feedback introduces the risk of instability and degraded levels of performance if a filter
designed on a floating-point processor is ported to an architecture supporting a shorter fixed-point
format.
Property/Filter Type
Unconditional stability
Phase distortion
Design ease
Arbitrary response
Computational load
Word length immunity
Analogue equivalent
Real-time operation

FIR
Yes
No
Easy
Easy
High
Good
No
Yes

IIR
No
Yes
Difficult
Difficult
Low
Poor
Yes
Yes

Table 6.3. Some common properties of FIR and IIR filters.

In contrast, whilst FIR filters require more coefficients for a given transition zone performance, they
are unconditionally stable, manifest good word length immunity and can, if desired, operate with
zero-phase distortion, a feature desirable for high-fidelity audio systems and biomedical signal
processing. Linear-phase is guaranteed if the impulse response of the filter is symmetrical, i.e. if it
obeys the relationship given by
h(n) = h( N-n-1),
n = 0,1...( N-1) / 2
( N odd )
(6.35)
Similarly, by employing the frequency sampling method for FIR design, it is a simple task to specify
the phase angle of any given harmonic or group of harmonics to a level of precision far beyond that
which is possible with analogue or IIR filters. A particular advantage of the FIR over the IIR
realisation is that filters with completely arbitrary frequency responses may be designed and
implemented with great facility. In fact, as we shall see, this allows us to replicate the behaviour of
any linear system, and is more properly termed linear systems emulation, rather than filtering.
Arbitrary filters of this kind are quite impossible to design using analogue means, and whilst in theory
IIR filters may be designed with multiple stop and pass bands, the difficulties associated with the
computations and the non-linear characteristics of their phase effectively limits their use in this
context.
Despite the many merits of FIR filters, IIR types are nevertheless widely used, not only because of
their speed, but because many natural processes – such as acoustic reverberation, the behaviour of an
LCR circuit or indeed a guitar string – may be modelled using the Laplace and z-transform systems of
equations.
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Chapter 8: The Design and Implementation of Finite Impulse Response Filters
8.1 Introduction
Design of FIR filters is predicated on a single question: given a desired frequency response, how do
we obtain the (discrete) coefficients of its impulse response? There are several ways in which the
coefficients may be obtained, and each method has its own merits and limitations. Here, we shall
study two of the most widely applied techniques, these being the window method and the frequency
sampling method. It is fair to say that in practice the overwhelming majority of filters are computed
using these two methods, since they are simple to implement, the algorithms are inherently stable,
efficient and rapid and the resulting impulse response has excellent phase and frequency response
characteristics.
8.2 The window method
The window method provides a very straightforward, computationally efficient and effective means
of calculating the FIR coefficients of simple low-pass, high-pass, band-pass and band-stop filters.
The ideal frequency responses of these filter types are shown in Figures 8.1a to 8.1d.
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Figure 8.1 Ideal frequency responses of (a) low-pass, (b) high-pass, (c) band-pass and (d) band-stop filters.

The first stage in this process is based upon a discrete form of the inverse Fourier transform of a
rectangular function; the solution is given by
ω ⎡ sin ω1t ⎤
(8.1)
x(t ) == 1 ⎢
π ⎣ ω1t ⎥⎦
Note that this is the continuous time representation. The impulse response of a discrete low pass FIR
filter is therefore given by
2πf1 ⎡ sin( 2πf 1 n / f s ) ⎤ sin( 2πf1 n / f s )
(8.2)
h[n] =
, n≠0
⎥=
nπ
π ⎢⎣
2πf1 n
⎦
where f1 represents the cut-off point of the filter and fs represents the sample rate in hertz. When n =
0, both the numerator and the denominator of Equation 8.2 are zero; in this case they equate to 1,
and so h[0] = 2f1/fs. Using a similar line of reasoning, we may obtain the impulse responses for the
three other remaining simple filter types. These are given in Table 8.1.
The equations listed in Table 8.1 allow us to calculate an indefinite number of coefficients for the
impulse response. The more coefficients we use, the more closely the performance of the filter
approximates the ideal frequency response; however, the trade-off for long filters is increased
storage requirement and longer processing times. Typically, modern FIR filters use anything
between a few tens and several thousand coefficients. The second stage is to apply a suitable
window function to the impulse response. If the impulse response is abruptly truncated, i.e. if we
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use a rectangular window function, then the frequency response of the filter will contain undesirable
ripples in the pass and stop band region. The use of other window functions ameliorates this
phenomenon, but it also adversely affects the width of the transition zone, denoted by ∆f.
Filter Type

h[n] (n ≠ 0)
sin( 2πf 1 n / f s )
nπ

Low-pass

h[n] (n = 0)
2 f1
fs

sin( 2πf 2 n / f s )
nπ
sin( 2πf 4 n / f s ) sin( 2πf 3 n / f s )
−
nπ
nπ
sin( 2πf 5 n / f s ) sin( 2πf 6 n / f s )
−
nπ
nπ

1−

−

High-pass
Band-pass
Band-stop

2 f2
fs

2
( f4 − f3 )
fs
2
1 − ( f5 − f6 )
fs

Table 8.1. Impulse response equations for simple filter types using the window method.

The transition zone width is governed by the choice of window function and the number of
coefficients or taps in the design. Once the window type has been selected, the final stage in the
design process is to decide upon a transition zone width and calculate the number of coefficients
required. The final column of Table 7.1 is useful in this regard. For a given transition zone, which
we here define as the region between the 90% and 10% amplitude points of the normalised
frequency response (with a Nyquist of 1 Hz), the number of coefficients, N, is given by
k
N=
(8.3)
∆f
Figure 8.2. shows some of the most important features of the frequency response of a typical filter.
Clearly this is a low-pass type, but the various characteristics have their equivalents in the other
types depicted in Figure 8.1.
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Figure 8.2. Main features of a typical low-pass filter frequency response.

In summary therefore, the procedure for using the window method is as follows.
1.
2.
3.

Using the appropriate formulae listed, calculate the coefficients for the specified filter type.
Apply a suitable window function, taking into account the stop band attenuation.
Using Equation 8.3, determine the number of coefficients required for a given window type,
according to the desired transition width.
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Figure 8.3. Screenshot of Fir.exe.

Incidentally, step three is often not computed in a formal way; instead, the designer may instead
select an arbitrary number of taps, altering this until a satisfactory filter response results. A
screenshot of a program is shown in Figure 8.3 that exploits the window method to generate the
coefficients of the four standard filter types we have discussed so far, for FIR filters comprising up
to 1023 coefficients. The program will also calculate the frequency response; Listing 8.1 shows a
critical extract from the program within which the impulse response is calculated.
fh
:=strtofloat(edit1.text);
fl
:=strtofloat(edit2.text);
srate:=strtofloat(edit3.text);
taps :=strtoint(edit4.text);
frq:=srate/N1;
k:=taps div 2;
{Next part determines kind of filter}
case f_type.itemindex of
0: for n:=-k to k do if (n<>0) then h[n]:=sin(2*pi*fh*n/srate)/(pi*n)
else h[n]:=fh*2/(srate);
1: for n:=-k to k do if (n<>0) then h[n]:=-sin(2*pi*fl*n/srate)/(pi*n)
else h[n]:=1-fl*2/(srate);
2: for n:=-k to k do if (n<>0)
then
h[n]:=sin(2*pi*fh*n/srate)/(pi*n)-sin(2*pi*fl*n/srate)/(pi*n)
else
h[n]:=(2/srate)*(fh-fl);
3: for n:=-k to k do if (n<>0)
then
h[n]:=sin(2*pi*fl*n/srate)/(pi*n)-sin(2*pi*fh*n/srate)/(pi*n)
else
h[n]:=1-(2/srate)*(fh-fl);
end;
{Now apply selected window}
case w_type.itemindex of
1: for n:=-k to k do h[n]:=h[n]*(0.5+0.5*cos(2*pi*n/taps));
2: for n:=-k to k do h[n]:=h[n]*(0.54+0.46*cos(2*pi*n/taps));
3: for n:=-k to k do h[n]:=h[n]*(0.42+0.5*cos(2*pi*n/(taps1))+0.08*cos(4*pi*n/(taps-1)));
end;

Listing 8.1.
The program first allocates the various input parameters to the variables fh (upper cut-off point),
fl (lower cut-off point), srate (sample rate) and taps (number of taps). Note that the impulse
response will be held in the array h[n], so this is initially set to zero. Depending on the choices the
user has made, the program generates the coefficients of one of the four filter types, employing
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0

100

200
300
Frequency, Hz

400

0
-10
-20
-30
-40
-50
-60
-70
-80
-90
-100

500

0

100

0
-10
-20
-30
-40
-50
-60
-70
-80
-90
-100
0

100

200
300
Frequency, Hz

(c)

400

500

400

500

(b)

dB Magnitude

dB Magnitude

(a)

200
300
Frequency, Hz

400

500

0
-10
-20
-30
-40
-50
-60
-70
-80
-90
-100
0

100

200
300
Frequency, Hz

(d)

Figure 8.4. Magnitude frequency responses, shown in dBs, of a low-pass FIR filter with a cut-off of 250 Hz and a
sample rate of 1 kHz using (a) a rectangular, (b) a Hanning, (c) a Hamming and (d) a Blackman window.

Figure 8.4 shows some examples of the output, in which a 127-tap low-pass filter with a cut-off of
250 Hz and a sample rate of 1 kHz is designed using (a) a rectangular, (b) a Hanning, (c) a
Hamming and (d) a Blackman window. The plots suggest that the stop-band performance of the
filter designed using the rectangular window, as far as audio purposes are concerned, is rather poor.
8.3 Phase linearity
One of the stated advantages of the FIR filter is that it can be designed to have perfectly linear
phase. Each harmonic is therefore delayed by the same time interval, so the shape of the signal is
preserved. A non-linear phase system that distorts the shape of a signal is undesirable in many
circumstances. The phase delay of a filter, Tp, is the time delay each frequency component of the
output signal experiences after passing through the filter. It is given by
Φ d (ω )
(8.4)
Tp =−

ω

Figure 8.5a shows three sine waves. The solid one is the fundamental (or first harmonic), and has a
frequency of exactly 1Hz. The second curve drawn in the broken line has a frequency of 2Hz. Both
have a phase offset of zero. The signal shown in bold is the sum of these two sinusoids, i.e. a
notional signal we might present to a filter. Now: think about a filter that delayed the onset of the
fundamental by 250 ms. If we wished to preserve the shape of the summed signal, then the second
harmonic would also have to be delayed by 250 ms. Expressed in radians, if in this case the first
harmonic was delayed by π/2, then the second harmonic would need to be delayed by π. Thus we
reach an important conclusion: in order to preserve the phase characteristics of the signal, each
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Figure 8.5. Effects of linear and non-linear phase on signals. In both parts (a) and (b), the bold trace denotes the sum of
a 1 Hz and a 2Hz sine wave. However, in part (b), the 2 Hz sine wave has also been phase delayed by π/2, ie. 90°.

If a filter adheres to Equation 8.5, we know that each harmonic is delayed by the same time interval.
In Figure 8.5b an example is given of an output where this has not happened. The 2nd harmonic has
been delayed by π/2 (125 ms), whilst the fundamental has been left unaltered. Observe the change
in shape of the summed signal. It is worth mentioning that the negative sign appears in Equation 8.5
because in practice, the FIR filter, like any other filter, is causal. This means that the signal passing
through it is always delayed in time, since the filter cannot anticipate the input signal. There are
exactly four kinds of FIR arrangements that deliver this linear phase characteristic; the four kinds
are listed as follows:
1.
Even symmetry, with odd-number of taps.
2.
Even symmetry, with even number of taps.
3.
Odd symmetry, with odd number of taps.
4.
Odd symmetry, with even number of taps.
By far the easiest to design is the first kind. Since the window method delivers a symmetrical filter,
by choosing an odd number of coefficients or taps we obey the relationship:
h(n) = h( N-n-1),
n = 0,1...( N-1) / 2
( N odd )
(8.6)
(Incidentally, if the filter were symmetrical at t = 0, then the filter would have no imaginary terms
in its Fourier transform and hence no time delay of the signal at all.) To consolidate the matter of
phase linearity, let’s look at the effects some notional linear phase filter could have on some signal
we will device. Table 8.2 indicates a composite signal x[n] with 4 harmonics, with the first at 1 Hz.
The harmonics have arbitrarily been assigned phase angles, Φx and delays, Tpx (relative to time
zero). A linear phase filter delays each harmonic by a phase angle proportional to the negative of
the frequency. This generates an output signal y[n] with phase angles Φy and delays Tpy. In the final
column, the phase differences between the input and output signals are shown for each harmonic. It
is a constant value of -0.05s, indicating that all harmonics have been delayed in time by a fixed
amount and therefore the filter has a truly linear phase response.
ω
2π
4π
6π
8π

Φx
0.3π
0.8π
0.4π
0.7π

Tpx
-0.1500
-0.2000
-0.0667
-0.0875

Φh= - αω
-0.1π
-0.2π
-0.3π
-0.4π

Φy
0.2π
0.6π
0.1π
0.3π

Tpy
-0.1000
-0.1500
-0.0167
-0.0375

Tpx - Tpy
-0.0500
-0.0500
-0.0500
-0.0500

Table 8.2. Effects of a linear-phase filter on the first harmonics of a composite signal.
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8.4 The frequency sampling method
The window method is excellent for designing the four basic filter types, but what if we need a filter
with a rather more unusual response? The window method will not suffice under these
circumstances, yet its underlying principle suggests how a general-purpose algorithm may be
devised to enable the design of FIR filters with any conceivable frequency response, respecting both
magnitude and phase. The window method equations represent the inverse Fourier transforms of
their respective ideal frequency responses. It follows that to obtain the impulse response of an
arbitrary filter, we start in the frequency domain by specifying the values of its real and imaginary
terms and then take the inverse Fourier transform to realise the impulse response.
|H[k]|

(a)

h[n]

k

|H[k]|

(d)

(b)

n

h[n]

k

(c)

n

Figure 8.6. Design steps using the frequency sampling method.

We highlight the three stages in the design of FIR filters using this technique. These are:
1.

2.

3.

The frequency response of the filter is specified in the Fourier-domain, as shown in Figure 8.6a.
This may be an ideal brick-wall type, but it need not be so. It could equally be any arbitrary
shape. For a linear phase filter, the frequency response is determined by setting the real terms to
their intended values, and leaving the imaginary terms as zero.
The inverse Fourier transform is taken of the designated frequency response. This results in a
time domain signal which is not centred, ie the right-hand part of the signal starts at t = 0, and
the left-hand part extends backwards from the final value. Hence manipulation is necessary to
centre the impulse response. Once centred, it will appear typically as in Figure 8.6b.
The ends of the impulse response must now be tapered to zero using a suitable window
function. An impulse response thus modified is shown in Figure 8.6c. Application of the
window minimises ripples in the pass and stop bands but it also increases the width of the
transition zone, resulting in a frequency response shown in Figure 116.d.

For a simple linear phase pass-band filter, the frequency sampling method is encapsulated by the
expression
fl < k < fh
⎧ H r [k ] = 1,
⎪
−1
(8.7)
h[n] = f w [n]F {H [k ]}
elsewhere
⎨ H r [k ] = 0,
⎪ H [k ] = 0
⎩ i
where fw[n] denotes the window function. For a filter with an arbitrary frequency response, the
method is adapted so that
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⎧ H r [k ] = a k
(8.8)
⎨
⎩ H i [k ] = bk
The filter design must take into account the sample rate of the signal, and the FFT length must be
able to accommodate the tap requirement of the final impulse response. For example, if we needed a
711-tap FIR filter to process an audio signal sampled at 30 kHz, then the FFT would need to be
1024 points in length (at a minimum), and we would design the filter based on a Nyquist point of 15
kHz. Once the 1024-point impulse response had been obtained, it would be reduced to 711 taps by a
windowing function, again designed with the appropriate sample rate in mind. The application of an
appropriate window function is particularly important with the frequency sampling method, because
in addition to minimising ripples as a result of truncation, it ensures that the frequency response
changes smoothly as we move from one discrete harmonic to the next. To clarify this matter,
imagine a filter designed using a 1024-point Fourier record, in which the Nyquist frequency was set
at 10.24 kHz (ie the digital signal had been sampled at 20.48 kHz). Since 512 harmonics represent
the positive frequencies, the spectral resolution of this system is 10240 / 512 = 20 Hz. When we
design a filter using the frequency sampling method, we can only be sure of its conformity to our
design with signal frequencies that are exact multiples of 20 Hz. In between this the response is,
strictly speaking, indeterminate, if a rectangular window is used to truncate the impulse response.
This ambiguity is ameliorated when we apply a smoothly-changing window function.
h[n] = f w [n]F −1 {H [k ]}

8.5 Software for arbitrary FIR design: Signal Wizard
The Signal Wizard system (Figure 8.7) comprises a software system and associated hardware
module. It can calculate FIR, IIR, and adaptive filters, and run them in real time or off-line using the
DSP hardware. It uses the frequency sampling method to calculate the coefficients for low-pass,
high-bass, multiple band-stop, band-pass filters or arbitrary filters. Phase distortion can be
completely eliminated in the filtered signal, no matter how sharp the filter is. Alternatively,
arbitrary phase distortion can be introduced if this is desirable, something that we will look at in a
short while. It is even possible to design deconvolution (also known as inverse filters). Again, this is
something we will look at in detail later. The design package indicates the response that will be
produced and the deviation from that specified, using both graphical and statistical outputs. We
have already learnt that a FIR filter differs from its ideal frequency representation once we limit the
number of taps and we use a window function to minimise ripple, so it is useful to be able to see
these differences to optimise filter design.

Figure 8.7. Screenshot of Signal Wizard 2.

If you use Signal Wizard to design a 3.1 kHz low-pass brick-wall filter with 2047 taps and a
frequency range of 12 kHz, then its dB magnitude frequency response would appear as shown in
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Figure 8.8a; the magnitude drops from 0 dB to -60 dB within approximately 60 Hz, ie this
represents 0.5% of the frequency range of the system. This kind of performance is almost
impossible with analogue filters. What is more, the filter is unconditionally stable and has pure
linear phase. Of what use is a filter with such a sharp cut-off? Observe Figure 8.8b. Buried in this
seemingly random data is a tone-burst signal; in this case, the noise was broadband, starting at 3.2
kHz. Using the brick-wall filter, the tone burst trace is recovered, shown in Figure 8.8c. This
comprises a mix of two sinusoids at 2.85 kHz and 3 kHz. The reconstruction of the signal is nearperfect, with no discernable remaining effect of the broadband noise.
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Figure 8.8. (a) Frequency response of a 2047-tap low-pass 3.1 kHz brick wall filter; (b) noisy dual tone-burst signal, (c)
recovered signal after filtering.

Magnitude

8.5.1 Arbitrary frequency response design
The extraordinary power of the frequency sampling method comes into its own when we wish to
design filters with unusual or arbitrary shapes. Figure 8.9, for example, shows the kind of frequency
response that can be designed and executed using Signal Wizard.
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Figure 8.9. Arbitrary frequency of a filter comprising 1023-taps.

You might argue that such an arbitrary response would never be needed in practice, but this is very
far from the truth. The bridge and body of a violin, for example, are essentially linear, any nonlinearities being player-dependent and confined to manner in which the bow moves over the string.
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Regardless of the quality of the violin, when the bow is drawn across a string, it sticks to the hairs
on the bow and is displaced. A single kink in the string travels towards the neck, is reflected, and as
it passes under the bow on its return to the bridge it causes the string to slip back. The string action
was first described by Helmholtz and is therefore called a Helmholtz wave. As a result of this slipstick action, the force acting on the bridge is a simple saw tooth, which, when heard in isolation, has
an unpleasant nasal quality. However, this waveform and its associated frequency response are
mediated by the impulse / frequency responses of the bridge and body before being transmitted
through the air; it is the contribution of these components that is responsible for bestowing to the
violin its characteristic voice.
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Figure 8.10. (a) Violin bridge/body frequency response; (b) pure string force signal; (c) force signal after filtering using
a digital version of the bridge/body impulse response (with thanks to Jim woodhouse).

An approximate violin bridge/body impulse response can be obtained by tapping the bridge with a
small instrumented hammer and using a microphone and an ADC to record the signal. This impulse
response is then processed with an FFT algorithm to obtain the frequency response. A typical
response is shown in Figure 8.10a. The force signal from just a string may be obtained using
miniature accelerometers mounted on the bridge; Figure 8.10b. This is then processed digitally with
the bridge/body filter to synthesise a convincing violin sound; the resulting waveform appears in
Figure 8.10c. This has important implications for electronic music and instruments. Electric violins,
for example, generally have no body, so in simple systems the sound produced is from the amplified
raw saw tooth. By feeding this into a DSP system programmed with a sophisticated FIR equivalent
of an acoustic bridge/body impulse response, we can get the electric violin to emulate the sound of
an acoustic (and very expensive) counterpart, at minimal cost.
We are not restricted to violins; since most acoustic instruments are essentially linear systems, they
also lend themselves to this kind of emulation. In principle, the arbitrary frequency response
technique can be used to mimic any linear system, a few examples being analogue networks, phase
shift systems, ultrasonic transducers, microphones, loudspeakers, and acoustic room responses.
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8.5.2 Linear-phase analogue equivalents using FIR methods
One of the criticisms that is sometimes levelled at FIR designs is that they cannot replicate the
responses of electronic analogue filters (unlike IIR types). In fact, this is quite wrong; to show how
this can be achieved, we need to study the frequency response of a given analogue filter. For
example, the low-pass Butterworth has a magnitude frequency response given by
1
(8.9)
H( f ) =
2n
⎛ f ⎞
1 + ⎜⎜ ⎟⎟
⎝ fc ⎠

Where fc represents the cut-off frequency, i.e. this is the -3 dB point, and n is the order of the filter. As
we stated, a low-pass Butterworth has a roll-off of 6n dBs per octave. To realise this as a linear phase
FIR structure, all we have to do is to employ the frequency sampling method, in which we establish
the magnitudes of the real (cosine) harmonics by simply applying Equation 8.9. Next, we take the
inverse transform which yields the linear-phase impulse response. Figure 8.11, for example, shows a
40th order design with a cut-off of 4 kHz, i.e. this has a roll-off of 240 dBs per octave!
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Figure 8.11. A 40th order Butterworth, 4 kHz cut-off. Since it is an FIR filter it has pure linear phase.

Observe that the filter’s performance degrades after 8 kHz, not because there is anything wrong with
the method, but because we have reached the quantisation noise limit of the algorithm – remember
that -240 dB is equal to 10-12. It would be extremely difficult, if not impossible to get this kind of
transition zone performance with an analogue filter. The component tolerances required would be tiny
indeed, and careful circuit layout would be critical to offset the very real risk of instability. However
well we designed the circuit, there would be nothing we could do about the phase distortion
introduced within the transition zone. In contrast, a digital off-line or real-time system would execute
this filter with complete ease, with the added bonus of complete phase linearity.
If we were being fastidious, we might argue that we have not quite reproduced the behaviour of an
analogue filter, because although it has the same frequency response, the impulse response has a
different shape (here it is symmetrical). This is undeniably true, even though it is usually the case that
the frequency response, and not the impulse response, is uppermost in the minds of filter designers
and users. If we really want an FIR filter to have the same frequency and impulse response as its
analogue counterpart, we employ a technique called IIR to FIR translation. This technique is much
simpler than it sounds, and we will explore it in detail when we have covered the design of IIR filters.
8.5.3 Phase change filters
We will now look at how to design FIR filters with defined phase responses at specific frequencies.
This is actually very simple, and we still make use of the frequency sampling method. The
difference now is that, if we want to have a phase other than zero at some frequency, then the
imaginary terms for those harmonics are no longer left at zero, since the phase is determined by the
arctangent of the imaginary terms divided by the real. In other words, we implement Equation 8.8.
As an example, take a look at Figure 8.12. This represents a filter with a pass band between 0 and
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511 Hz. However, at 256 Hz there is a sharp notch. This is because the phase is zero for all
frequencies below 256 Hz, but has been inverted (180°) for frequencies between 256 and 511 Hz.
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Figure 8.12. All-pass filter, with phase inversion beyond 256 kHz.

This is not an artefact of the design, but a consequence, again, of limiting a theoretically infinite
response with a finite number of coefficients. The smaller their number, the wider the gap becomes.
The drops will always be there, because we are completely inverting the signal of the upper band
band. If you were using this filter in practice, feeding it with a swept sine wave, as the frequency
approached and then exceeded 256 kHz, the filter would at some point flip the polarity of the
sinusoid, as demanded by the design, ie it would necessarily pass through a null point. The longer
the FIR filter, the narrower this “flip region” becomes.

Magnitude

Magnitude

We can design filters with any phase response we like using this method. Filters that adjust the
phase and not the magnitude of a signal are sometimes termed all-pass filters, and are widely used
for creating audio effects, for modulation and demodulation purposes. One of the most important
all-pass filters in this regard is the Hilbert transform. This is a filter that shifts every harmonic by
90° or π/2, and as a consequence, the shape of the filtered signal is no longer preserved. Figure 8.13
shows a typical impulse and frequency response of a Hilbert transform filter.

Samples, n

(a)

Frequency, k

(b)

Figure 8.13. (a) Impulse and (b) frequency response of a Hilbert transform.

Because the filter shifts everything by 90°, it must have odd symmetry, as indicated by Figure
8.13a. The mean value of a signal filtered by an FIR structure is equal to the sum of the coefficients.
In this case, that sum is zero. As a consequence, the gain of a Hilbert transform must be zero at the
DC frequency, or its zeroth harmonic. This is confirmed by the frequency response shown in Figure
8.13b. Moreover, the magnitude of the response also falls to zero as it approaches the Nyquist point.
It is often said that the human hearing system is insensitive to the phase of a signal. This is only
partially true; for example, if we listen to a sequence of two signals, the second being phase shifted
with respect to the first, then it is difficult or impossible to detect any change in timbre. This is even
the case where the phase changes are extreme. However, if the two signals are played
simultaneously, then the auditory effect can be quite dramatic. Phase shifting of signals in this
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manner (together with time shifting), forms the basis of surround sound and virtual surround sound
systems.
8.6. Inverse filtering and signal reconstruction
Inverse filtering, or deconvolution as it is also known, is a very important branch of DSP and signal
processing generally. There are various ways of realising inverse filters, and although the
mathematics of some of these are rather labyrinthine, the basic idea of deconvolution is
straightforward enough. Imagine a signal that started as a nice crisp waveform, but during
transmission along a cable, it arrived at its destination in a smeared form, due to the impedance
properties of the transmission medium. The cable can therefore be viewed as a filter, with a given
frequency response. If we know this, we can in principle process the smeared signal with the
inverse of the cable’s frequency response, thereby reconstructing the original signal. If we say that
x(t) is the original signal, y(t) is the degraded signal, and h(t) is the impulse response of the
degradation system (the cable in the above example), then as we have already seen, the output is the
convolution of the input signal with the impulse response, i.e.
y (t ) = x(t ) * h(t )
(8.10)
Convolution in the one domain is equivalent to multiplication in the other, so:
y (t ) = x(t ) * h(t ) = F −1{Y (ω )} = F −1{ X (ω ) H (ω )}
(8.11)
A naïve approach to recover x(t) would involve the Fourier transform of both y(t) and h(t), a
division and an inverse Fourier transform of this division to yield the reconstructed expression in
the time domain, ie
⎡ Y (ω ) ⎤
x(t ) = F −1 ⎢
(8.12)
⎥
⎣ H (ω ) ⎦
Such a simple scheme is, however, rarely successful in practice. The reason is that convolution
usually takes the form of a low-pass filter, reducing the magnitude of the high frequency
components. Deconvolution in this case attempts to reverse the process by boosting their
magnitudes in the division process. However, if they have fallen to levels below the signal-to-noise
of the system, then at some frequency ω0 the division of Y(ω0) by a very small value generates a
large magnitude component at that frequency which is purely noise. In extreme cases, the value of
H(ω0) may be zero, in which case an ill-conditioned division results. The presence of noise is a
significant factor in determining the efficacy of the inverse filtering procedure; if, as is often the
case, the noise is independent of the signal, then Equation 8.10 becomes
y (t ) = x(t ) * h(t ) + s (t )
(8.13)
where s(t) is a noise term. The deconvolution expression now becomes
⎡ Y (ω ) S (ω ) ⎤
−
x(t ) = F −1 ⎢
(8.14)
⎥
⎣ H (ω ) H (ω ) ⎦
Many sophisticated methods exist for deconvolution, which is often performed in the frequency
domain; a time-windowed sample of the output function is transformed to the frequency domain,
divided by the modified frequency response of the system, and inverse transformed back to the time
domain. However, such an approach is clearly not suitable for real-time operation, where all the
processing must be conducted in the time domain. Inspection of Equation 8.12 shows that to
conduct deconvolution in the time domain, the impulse response of the inverse filter must be precomputed, and then applied to the output signal using the normal time convolution equation.
Typically,
⎤
⎡
~
1
(8.15)
h (t ) = F −1 ⎢
⎥
⎣ H (ω ) + s ⎦
hence
~
x(t ) = y (t ) * h (t )
(8.16)
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Signal Wizard has a facility to perform real-time inverse deconvolution or inverse filtering based on
this simple approach. The time-domain version of this inverted frequency response is computed
automatically and can be used to process signals in the normal way.

Low-pass
filter

Impulse
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PC sound
card

Deconvolution
system

Digital
oscilloscope

Figure 8.14. Inverse filter (deconvolution) evaluation system.
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Figure 8.14 depicts how such a simple inverse filtering system may be evaluated in practice. First,
an arbitrary waveform is generated; here, the signal comprises three impulsive values. Next, the
signal is degraded using a suitable low-pass FIR filter. The inverse of this filter is now calculated,
and used to process the degraded signal. Figure 8.15 shows some typical results obtained using realtime processing. In part (a), we see a signal comprising three main impulsive values, synthesised
digitally and played through a computer soundcard. The ripples present are not a function of the
system, but of the impulse generation software and the frequency response of the sound card. A new
file was then generated by convolving this signal with a digital low pass filter. This produced a
smeared signal, shown in part (b), which was again transmitted to the system. The plot confirms
significant loss of detail, with only two very broad peaks present in the signal. The frequency
response of the low-pass filter was then inverted with a suitable offset s. The degraded signal was then
played through the soundcard, and processed in real-time using the inverse filter. The reconstructed
signal appears in part (c). Not only has the temporal relationship between the three values been
precisely restored, so too in large measure have their amplitudes. The simple technique outlined will
not always be so successful, often because of subtleties associated with noise variation and nonlinear effects of the so-called “blur function”. Hence, many other approaches exist, some of which
rely on mathematical estimates of the noise.

time

Magnitude

Magnitude

(a)

time
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time
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Figure 8.15. Results from a real-time deconvolution system. (a) original signal, containing three major peaks; (b)
distorted signal after low-pass filtering; (c) reconstructed signal after processing with an inverse filter.
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Chapter 10: Rudiments of Adaptive Filters

10.1 Introduction
All of the filters discussed up to this point have been strictly linear, with frequency responses that
are time invariant. In many cases this is fine, as attested by the myriad circumstances in which they
are applied. But consider this problem: what if we had a broadband source, such as a speech or
music signal, which was degraded by narrowband interference with a frequency within the
bandwidth of the signal – for example, a whistle? Simple, you might say – just design a notch filter
to remove it. This would work, as long as we could live with the fact that the filter would inevitably
remove some of the signal. If the interference were more broadband in nature – such as engine noise
– then the bandwidth of the filter required to remove it would suppress most of the signal, which of
course would be unacceptable. Another situation that the linear filter could not handle would be
narrowband interference that drifted across the spectrum of the audio source, such as a tone that
rose or fell in pitch. Ostensibly, these problems appear intractable but they may be solved with the
use of a special class of filter called the adaptive filter. As its name suggests, the filter adapts to the
input signals (it has more than one, as we’ll see in a moment), and learns to distinguish between the
noise and the wanted input. Hence it can be used to recover a narrowband signal degraded by
broadband noise, or vice versa, or non-stationary noise or a combination of these, as shown in
Figure 10.1. The adaptive filter is, in short, quite a remarkable thing.
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Now there are various classes of adaptive filter; for example, there are adaptive FIR filters and
adaptive IIR filters. Additionally, there are various algorithms employed for their implementation.
The full theory behind adaptive filters is complex, and we shall cover only the basic principles here.
As is often the way with such matters however, adaptive filters are often very simple to code –
much easier than say designing FIR or IIR types. The nice thing about them is that at no point do
we have to explicitly calculate the filter coefficients, or the poles and zeros. This sounds almost too
good to be true, but true it is, as the following pages will show.
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10.2 Brief theory of adaptive FIR filters
Here we will cover the rudimentary theory and implementation of the adaptive FIR filter based on
the least mean square (LMS) algorithm, for reasons both of its popularity and simplicity. The basic
way an adaptive FIR filter works may be understood with respect to Figure 10.2. Note that in this
figure, the process represented by the triangle is subtraction (differencing) and not an analogue
multiplication. It consists of an ordinary FIR subsection, which generates an output y[n] in response
to an input x[n]. The output y[n] is then compared to a reference signal called the desired signal,
d[n]. The difference between these two signals generates an error signal, e[n], a proportion of which
is fed back to a routine that modifies the values of the FIR coefficients in an attempt to minimise the
future value of the error signal. The smaller the error becomes, the more closely y[n] approximates
d[n]. As a result of this feedback, the filter may become unstable if it is not designed correctly, as
we shall see below. Furthermore, because the coefficients change over time, it is clearly a nonlinear
system. Now a question you might reasonably ask is: if we already have access to a desired signal,
why do we need a filter in the first place? Well, this desired signal is a mathematical description,
not a statement of what we actually need as an output. The theory is as follows: we start with the
output signal y[n], which as we know is given by the conventional convolution expression
M 1

y[n]   h[k ]x[n - k ]

(10.1)

k 0

where the number of filter coefficients is given by M. The error signal is
(10.2)
e[n]  d[n]  y[n]
Now we are going to try to minimise the sum of the squared errors, E. If there are N points in the
input/output signals, then the sum of the squared errors, E, is defined as
M 1


E   e [n]   d [n]   h[k ]x[n  k ]
n 0
n 0 
k 0

N

N

2

2

(10.3)

Expanding this, we get
N
M 1
M 1



E    d [n]   h[k ]x[n  k ] d [n]   h[k ]x[n  k ] 
n 0  
k 0
k 0


ie

 M 1

E   d [n]   2d [n] h[k ]x[n  k ]     h[k ]x[n  k ]
n 0
n 0
k 0
n 0  k 0

If, for arguments sake, we say that
N

M 1

N

N

2

(10.4)
2

(10.5)

N

r c [k ]   d [n]x[n - k ]

(10.6)

n 0

then Equation 10.5 becomes
N
M 1
N
M 1

E   d 2 [n]  2  h[k ]rc [k ]     h[k ]x[n  k ]
n 0
k 0
n 0  k 0

Taking the last term on the RHS, we have

2

(10.7)

2

N M 1
M 1
M 1

h
[
k
]
x
[
n

k
]

h
[
k
]
x
[
n

k
]
h[k ]x[n  k ]






n 0  k 0
n 0 k 0
k 0

Now in general linear summations may be rearranged thus:
N

N

N

n 1

n 1

N

(10.8)

N

 x[n]  y[n]    x[n] y[l ]

(10.9)

n 1 l 1
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So

expressing
N



the

term



M 1

   h[k ]x[n  k ]
n 0

k 0

2

given

in

Equation

M 1 M 1

N

k 0 l 0

n 0

10.8

   h[k ]h[l ]  x[n  k ]x[n  l ]

in

the

above

form,

we

have

(10.10)

If we also say that
N

r a [k  l ]   x[n  k ]x[n  l ]

(10.11)

n 0

then after a little rearranging, Equation 10.7 becomes
M 1 M 1

M 1

N

k 0 l 0

k 0

n 0

E    h[k ]h[l ]ra [k  l ]  2  h[k ]rc [k ]   d 2 [n]

(10.12)

where ra[k] is the auto-correlation function of x[n] and rc[k] is the cross-correlation function between
the desired output d[n] and the actual input x[n]. In other words, the sum of the squared errors E is a
quadratic function of the form
E  ah 2  2bh  c 2
(10.13)
where, in Equation 10.13, a represents the shifted auto-correlation function, b represents the crosscorrelation function, c2 represents the ideal signal and h is a given coefficient of the FIR filter. The
purpose of the adaptive filter is to modify h so that the value of E is minimised for the given
coefficients a, b and c. By definition, we can achieve this as follows: the quadratic equation is
differentiated with respect to h, which in the case of Equation 10.13 becomes
b
(10.14)
2ah  2b  0, ie h 
a
The RHS of Equation 10.14 indicates that the new value of h is found by transposition of the linear
equation that results from the differentiation of a quadratic function. This new value of h is substituted
back into Equation 10.13, and we find that for any given value of a, b or c, E is minimised.
The procedure outlined above suggests that it is possible to obtain a filter with coefficients optimised
such that y[n] is identical with, or close to, d[n]. However, Equation 10.12 also reveals that because
we have M values for h, to obtain the minimal error we need to perform a series of M partial
differential operations; it also assumes that we know, or can calculate, the auto-correlation function
and the cross-correlation function. These identities are in practical circumstances unavailable, or at
least prohibitively costly to obtain from a computational perspective, so we need to approach the
problem in a different way.
10.3 The least mean square (LMS) adaptive FIR algorithm
The LMS algorithm is a successive-approximation technique that obtains the optimal filter
coefficients required for the minimisation of E. It is implemented as follows. Initially, the coefficients
of the filter will be any arbitrary value; by convention, they are usually set to zero. Each new input
signal value x[n] generates an output signal value y[n], from which we generate the error signal value,
e[n], by subtracting it from an ideal signal value, d[n]. The value of h[k] is then modified by the
expression
hnew[k ]  hold [k ]  e[n]x[n  k ]
(10.15)
In other words, the new value of h[k] is calculated by adding to its present value a fraction of the error
signal e[n], multiplied by the input signal value x[n-k], where x[n-k] is the input signal located at the
kth tap of the filter at time n. Equation 10.15 may be explained as follows (for the sake of clarity we
will assume all values are positive). First, if the error e[n] is zero, we obviously do not want to modify
the value of h[k], so the new value is simply equal to the old value. However, if it is not zero, it is
modified it by adding to it a fraction of the error signal multiplied by x[n-k]. Since y[n] is the
convolution of h[k] with x[n-k], if we increase h[k] we will therefore increase y[n] and decrease e[n],
since e[n] = d[n] - y[n]. For reasons of stability, it is important that we only add a fraction of e[n]. If
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the rate of convergence is too rapid, the algorithm will over-shoot and become unstable. To ensure
stability,  must be in the region
1
(10.16)
0
10MPx
where M represents the number of coefficients in the filter and Px is the average power of the input
signal, approximated by
1 N 2
(10.17)
Px 
 x [ n]
N  1 n 0
Where again, N represents the number of points in the input signal. The LMS algorithm is not the only
method employed in the implementation of adaptive filters; indeed, neither is it the fastest to converge
to the optimum value for a given filter coefficient. The recursive least squares (RLS) technique, for
example, is faster and is also commonly encountered (Ifeachor and Jervis, 1993). However, the LMS
method is probably the most widely used for two reasons: first, it very easy to code, as we shall see in
a moment. Second, it is very stable, as long as we make sure we don’t feed back too much of the error
signal, i.e. we adhere to the stipulation of Equation 10.16.
10.4 Use of the adaptive filter in system modelling
To commence our discussion on how we can usefully employ the adaptive filter in practical
situations, we will first look at using it to identify the impulse response of an unknown (linear)
system. The concept is illustrated in Figure 10.3.
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Figure 10.3. Using an adaptive filter to obtain the impulse response of an unknown linear system.

The first component that we need is an input test signal, which as Figure 10.3 indicates is a broadband
source generated using a random noise sequence; a broadband source is very appropriate in this
circumstance, since we do not know the bandwidth of the frequency response of the system we are
modelling. This signal is input both to the unknown system and to our adaptive filter, the coefficients
of which are initially all set to zero, as we established above. The unknown system will filter the input
by means of its (hidden) impulse response, generating an output we will define as the desired signal,
d[n]. Together with the output from the adaptive filter y[n], it is used to calculate the error signal e[n],
part of which is fed back in the LMS process to update the filter coefficients. Over time, the output
signal y[n] will converge towards d[n]. In other words, the impulse response of unknown system will
have been identified since it will be the same, or very similar to, the impulse response of the adaptive
filter.
A screenshot of a program can be seen in Figure 10.4 which generates an impulse response in the
form of a triangular function, stored in an array; this is at first unknown to the adaptive filter section.
An adaptive filter routine in the code will, in the fullness of time, replicate the impulse response of the
unknown system and store it in an equivalent array. Referring to Figure 10.4, the upper right trace
shows the unknown impulse response, and the lower right trace shows the one estimated by the
adaptive filter. The trace shown in the upper left shows the convergence of a given tap, which we will
discuss below.
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Figure 10.4. Screenshot of adaptive_model.exe.
{Generate unknown response}
for n:=0 to j div 2 do
begin
h0[n]:=n/20;
h0[j-n]:=n/20;
end;
for n:=0 to j do h1[n]:=0;
{Calculate delta}
delta:=strtofloat(edit1.Text);
power:=0;
for n:=0 to m do
begin
x[n]:=random;
power:=power+sqr(x[n]);
end;
power:=power/(m+1);
delta:=delta/(10*j*power);
{Adaptive filter kernel}
for n:=0 to m do
begin
y:=0;
d:=0;
for k:=0 to j do
begin
d:=d+h0[k]*x[n-k];
y:=y+h1[k]*x[n-k];
end;
e:=d-y;
for k:=0 to j do h1[k]:=h1[k]+delta*e*x[n-k];
converge[n]:=h1[20];
end;

Listing 10.1.
To understand how the program works, take a look at Listing 10.1. Initially, the code simply generates
a triangular function from 0 to 1 and back down again in steps of 0.1. The values are loaded into
h0[n], i.e. this represents the impulse response of the unknown system that the adaptive filter will
estimate. After this, it initialises the adaptive filter impulse response array, h1[n], to zero. The next
stage involves generating a set of random numbers, stored in the array x[n], which will be used as
the input signal. The value of the feedback fraction  is now computed, using Equations 10.16 and
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10.7, and a gain factor that the user may supply from the data entry area labelled Convergence rate.
Finally, we enter the adaptive filter kernel; the input signal is convolved both with h0[n] and
h1[n], and as each new pair of signal points is produced, an error signal is calculated by subtracting
one from the other. This is then used, along with the value of , to modify the values of the
coefficients held in h1[n] according to the LMS algorithm given by Equation 10.15. The program
also stores, in an array called converge[n], the value of the 20th tap of the estimated impulse
response at each stage of the iteration. Ideally, after convergence this should equal 1.0. (i.e. h0[20]
= h1[20]).
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Figure 10.5. Three convergence curves taken from the program adaptive_model.exe, using convergence parameters of (a)
1.0, which is optimal, (b) 10.0, causing overshoot and (c) 0.1, causing undershoot. If the parameter is increased too much,
the filter becomes unstable.

Using the preset value of convergence (1.0), you can see that after 20000 cycles the convergence is
near enough perfect. As mentioned above, the little plot in the top left corner shows how the value of
h[20] approaches unity. With a convergence of 1.0, it reaches this after approximately 7000 cycles.
If you reduce the convergence parameter, you can see that the curve takes longer to flatten out.
Conversely, if you increase it beyond 1.0, the curve overshoots before reaching equilibrium (i.e. this
also takes longer). If you increase it too far, the system becomes unstable and fails. Figure 10.5
illustrates three different convergence curves taken from this program, using convergence parameters
of 1.0, 0.1 and 10.0.
10.5 Delayed (single) input adaptive LMS filters for noise removal
The above program illustrated the mechanics of how the adaptive filter operates; in practice however,
it would be far simpler to obtain the impulse and frequency response of an unknown system simply by
probing it with an impulse function, recording its response and taking its Fourier transform.
Moreover, it still left unanswered the issue of the desired signal, and how we might generate this if we
intended to employ the adaptive filter for real signal filtering. Therefore, in this and the following
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section we will discuss some modifications to the basic adaptive design, and show how it can be used
to extract a swept narrowband source embedded in broadband noise, or vice versa (Gaydecki, 1997).
We start with the delayed input adaptive filter, also known as the single input adaptive filter, a
schematic of which is shown in Figure 10.6.
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In this scheme, we assume that the bandwidth of the narrowband signal is unknown, and that it may
also vary with time. Formally, we can say that the signal corrupted with noise, x[n] is given by
(10.18)
x[n]  w[n]  s[n]
where w[n] is the broadband noise source and s[n] is the narrowband signal. In order to remove w[n],
we must introduce into the adaptive filter a version of the signal x[n] that has been delayed by D
intervals, where D is defined as the decorrelation delay. If the noise has a very wide bandwidth, such
as a series of random values, then each point in the signal will have no correlation with its neighbour.
D must be chosen such that the signal value x[n] has no correlation with x[n-D], with respect to w[n].
Conversely, with a narrowband signal, neighbouring signal values will be highly correlated. Hence
the probability is that x[n] will be highly correlated with x[n-D], with respect to s[n].
When we used the adaptive filter for system modelling, the desired signal represented an output from
some unknown system. In this case, strange as it may seem, the desired signal is considered to be
x[n]. As Figure 10.6 shows, the input signal to the adaptive filter is x[n-D] (as opposed to w[n]). The
feedback error signal is given by
(10.19)
e[n]  x[n]  sˆ[n]
In other words, e[n] is an approximated version of w[n], the original broadband noise; we will
therefore call it wˆ [n] . It must follow that sˆ[n] is an approximated version of the original narrowband
signal, s[n]. Before we think about how this works, there is a very important observation we should
now make: this filter has two outputs, which are the error signal, given by wˆ [n] , and the output from
the adaptive block, given by sˆ[n] . Whether we use it to extract the narrowband or the broadband
signal depends on our application and what we define as noise.
So how does it work? Suppose the original noise w[n] comprised a series of random numbers. In this
case, we could set D equal to 1, since no noise value would correlate with its immediate neighbour.
An adaptive filter operates by producing an output (here sˆ[n] ) that is maximally correlated with some
desired signal d[n], in this case x[n], and the input, in this case a filtered version of x[n-D]. Because
of this delay, x[n] and x[n-D] are uncorrelated with respect to w[n] but highly correlated with respect
to s[n]. The error signal will therefore be minimal when it resembles as closely as possible the signal
s[n]. Since it uses an LMS algorithm, the approximation improves with accuracy over time. When the
signal sˆ[n] is subtracted from x[n], it results in the error signal e[n] being an approximation of w[n].
Now, because sˆ[n] is obtained via
N 1

sˆ[n]   h[k ]x[n  k  D]

(10.20)

k 0
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the steepest-descent algorithm becomes
(10.21)
hnew[k ]  hold [k ]  e[n]x[n  k  D]
A screenshot is shown in Figure 10.7 of a program which runs a delayed input adaptive filter. The
program will first generate a narrowband, swept frequency signal degraded with broadband noise. It
will then attempt to remove this noise using the LMS algorithm that we have just described.

Figure 10.7. Screenshot of adaptive_delay.exe.
The program also allows the user to alter the convergence rate and the noise gain factor. Using the
default values, the adaptive filter makes a pretty good job of extracting the signal from the noise, even
as its sweeps upwards in frequency. The reconstruction is not perfect, as attested by the wobble in the
signal, but the situation may be improved by increasing the number of coefficients in the FIR section
(this one has 300). Listing 10.2 shows the kernel of the delayed input adaptive filter, and also serves
to illustrate how it differs from that used in the modelling system we developed above.
for n:=0 to m do
begin
y[n]:=0;
for k:=0 to taps-1 do
begin
y[n]:=y[n]+h[k]*x[n-k-d];
end;
e:=x[n]-y[n];
for k:=0 to taps-1 do h[k]:=h[k]+delta*e*x[n-k-d];
end;

Listing 10.2
In the program, the degraded narrowband signal is held in the array x[n]. It was computed by
mixing together the outputs from a swept sine function and a random number generator (not shown in
Listing 10.2) As the code shows, the implementation of the adaptive filter is simple in the extreme,
following Equations 10.20 and 10.21 exactly. The signal arrays comprise 20691 values, so the system
has plenty of room to reach convergence. Perhaps the most surprising thing about the filter is how
effective it is. This is illustrated in Figure 10.8, which shows signal input and output traces taken
directly from the program.
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Figure 10.8. (a) Input and (b) outputs from the program adaptive_delay.exe. The input narrowband signal is normalised to
unity and degraded using a random noise with a gain of 1.0.

10.6. The true (dual input) adaptive LMS filter
The delayed input adaptive filter as described here is impressive, but also limited by the magnitude of
the noise it can accommodate. You can readily demonstrate this for yourself by increasing the noise
gain to say 10, and running the filter. It makes a brave attempt at quenching the broadband
interference, but no matter how the convergence factor is adjusted, it is still there at the end of the
signal. Dramatic improvements can be realised if we have access to both the degraded signal and the
noise, as independent inputs. If we do, we can design an adaptive filter based around the architecture
shown in Figure 10.9.
x[n] = w[n] + s[n]
+
^s[n]
e[n]
adaptive
filter
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This kind of configuration is known as a true (or dual input) adaptive filter. Because we have access
to the noise source, we don’t have to introduce a decorrelation delay D to synthesise it. Once more,
the degraded signal x[n] is given by Equation 10.18, and this we also define as the desired signal,
d[n]. The broadband noise source, w[n], is fed into the adaptive filter unit, and after convolution with
the filter’s impulse response, it is subtracted from x[n]. Since there is no delay in the system, the error
signal e[n] will be minimal when the filtered noise signal, wˆ [n] , matches as closely as possible the
original noise given by w[n]. It therefore follows that the error signal will be given by
ˆ [n]  sˆ[n]
(3.22)
e[n]  x[n]  w
In other words, e[n] is equal to sˆ[n] , an approximated version of the narrowband input signal. The
code fragment given in Listing 10.3 is for a true adaptive filter. The information flow is organised
around the filter architecture depicted in Figure 10.9. Here, w[n] is an array that holds a sequence of
random numbers, representing the broadband noise source. The array defined by x[n] holds the
degraded narrowband signal, computed here (as in the delayed input adaptive filter) by adding a swept
sine, point for point, with the random values held in w[n]. In this case however, w[n] is convolved
with h[k], and since we wish to retain e[n] rather than y[n], a single variable y is used to hold the
result of each convolution operation. This is subtracted from the degraded signal x[n], which, from a
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mathematical perspective, is the ideal signal. The program retains the error signal, or feedback signal,
in the array e[n], using it to modify the filter coefficients.
for n:=0 to m do
begin
y:=0;
for k:=0 to taps-1 do
begin
y:=y+h[k]*w[n-k];
end;
e[n]:=x[n]-y;
for k:=0 to taps-1 do h[k]:=h[k]+delta*e[n]*w[n-k];
end;

Listing 10.3
With a normalised convergence rate of 1.0, the system quickly identifies the signal, since the error
fraction, , is approximately optimal. If this is reduced, the system takes longer to remove the noise,
as you would expect. Conversely, if the convergence rate is set greater than 1.0, say to 5, then
initially, the noise disappears more quickly, but it returns or the output becomes erratic as the system
convergence overshoots. Figure 10.10 shows the input and output signal traces (after convergence)
with a peak-to-peak signal-to-noise ratio of 1:100.
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Figure 10.10. The power of the true adaptive filter. (a) Input and (b) output signals from the program adaptive_true.exe.
The input narrowband signal is normalised to unity and degraded using a random noise with a gain of 100.

As with the delayed input adaptive filter, the true adaptive filter can select for the narrowband or the
broadband signal, depending on whether we take the output as the error signal or from the filter unit.
10.7 Observations on real-time applications of adaptive filters
Adaptive filters are at their most useful when applied in real-time situations. For example, think about
a helicopter pilot communicating with air traffic control, using a microphone mounted within his or
her helmet. Helicopter cockpits can be noisy places, so inevitably the microphone will pick up not just
the pilot’s voice, but also noise from the engine and the rotor blades. A true, dual input adaptive filter
would be ideal in this circumstance. One input would be connected to the pilot’s microphone; this
would represent the desired signal. The second input would be connected to a microphone outside of
the helmet, listening to the engine/rotor noise. The algorithm would be identical to the one employed
here, but run on a real-time DSP device. If you have been following this line of reasoning closely,
then you may have formulated two questions that so far have not been addressed, and which relate to
the successful operation of a real-time adaptive filter. The first concerns the calculation of the error
fraction, . Equations 10.16 and 10.17 suggest that it is related to the duration of the signal, since
here, N represents the number of points. However, if you look at these closely you also discover that
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the signal squared is normalised by the length - as we said previously, Px is the average signal power,
and is independent of time. Therefore, with real-time adaptive filters, a conservative estimate of  is
made, based on the nature of the signal. If the convergence rate is too long, this can be revised
upwards towards some optimal value. The second question concerns the timing of the two signals
coming into the true adaptive filter. In our software, each noise value entering the adaptive unit was
perfectly synchronous with the same value added to the narrowband source; moreover, it had the
same magnitude. In practical circumstance (think about the helicopter example), the pure engine/rotor
noise will not be identical in each microphone, respecting both magnitude and timing. Is this a
problem? The short answer is (fortunately), no. The greater the disparity, the longer the filter will take
to converge, but matters have to be very extreme before the filters fails. Take a look at listing 10.4,
which shows the code that generates the swept sine wave and the broadband noise, and then combines
them.
for n:=-30 to m do
begin
sweep:=sweep*1.00004;
w[n]:=noise*(random-0.5);
x[n]:=w[n]*+sin(sweep*5*pi*n/r);
end;

Listing 10.3=4
The variable called sweep gradually increases in value within the loop, and is responsible for
increasing the centre frequency of the signal. Each value of w[n] is added to x[n], for the same
value of n. Furthermore, the amplitude relationships are maintained. However, we could add to x[n]
an advanced version of w[n], with a greater magnitude, as shown by Listing 10.5
for n:=-30 to m do
begin
sweep:=sweep*1.00004;
w[n]:=noise*(random-0.5);
x[n]:=w[n-10]*5+sin(sweep*5*pi*n/r);
end;

Listing 10.5
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Chapter 16: Audio Effects (1)
Echo and Reverberation

16.1 Introduction
One of the most vital and interesting areas of exploitation of digital signal processing is in the audio
and music industry. As we have noted several times during the course of these lectures, DSP
devices and have the capacity to become virtual linear systems, such as springs, rooms, analogue
filters, and so on. In fact, the list is only limited by the imagination and skill of the system designers
and programmers. In the past, many audio and music effects where either undertaken by inflexible
analogue electronic designs or by the construction of mechanical systems which could in some
fashion modify the sound to allow the engineer to approximate the desired effect. In this chapter, we
will examine the basic techniques required to implement echo and reverberation effects, and how
they may be adapted for real-time use. Although echo and reverberation (often abbreviated to
reverb) phenomena are related, both from a physical and algorithmic perspective, they are by no
means identical, the latter being considerably more subtle than the former. We will commence our
investigation of the subject with the echo effect, and, having consolidated the concepts, extend the
treatment to the matter of reverb.

P
Figure 16.1. Simple representation of a physical echo

16.2 The physical understanding of echo
Figure 16.1 depicts a simple representation of a physical echo configuration. A sound source
located at point P emits an acoustic signal, which radiates outwards, with a velocity v in air of
approximately 340 ms-1 (this is for dry air at sea level and a temperature of 14.1°C). In the diagram,
a smooth surface located 10 m from the source reflects the sound, which then returns to the source
29.41 ms later. If the source is also located at the same kind of reflecting boundary, the sound will
be re-radiated forwards once more and a second echo will be heard 29.41 ms after the first echo, or
58.82 ms after the initial sound. So far, all is straightforward and simple. However, we know that
the echo will decay, for three reasons. First, the sound spreads out as it radiates, i.e. it loses energy
through a process known as geometric attenuation. Second, as the sound radiates outward it will
also be partially absorbed by the atmosphere. Third, in reality no surface can reflect 100% of the
incident wave form, so some of the wave will be absorbed (and ultimately be converted to heat
energy). In fact, these last two points are rather more complex than they might at first appear, since
energy absorption is frequency dependent – in general, the higher the frequency the more readily it
is absorbed by both the medium through which the sound travels and any reflecting boundaries. We
will consider frequency dependent absorption more fully later, but for now we will simply assume
that a fraction of the sound energy is absorbed each time the wave front is reflected.
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Figure 16.2. (a) Simple IIR comb filter or delay line; (b) its pole plot

16.2 Concept of the comb filter as an echo generator
Figure 16.2a shows a simple IIR filter which acts as a delay line, producing an echo since the
original signal is delayed by k intervals and is mixed back with itself, having been first attenuated
by the coefficient b. Expressing the diagram algorithmically, we of course can write
(16.1)
y[n]  x[n]  by[n  k ]
Where the resonance frequency is given by
1
(16.2)
fr 
 fs / k
Tk
In which T is the sample period (i.e. fs is the sample frequency). The z-transform for this filter
equation is clearly
1
(16.3)
H ( z) 
1  bz k
To place the poles on the unit circle, assume b = 1. Hence the poles, or resonance points, of the
filter are given by
(16.4)
z k  1
The frequency locations of the poles are therefore:
e jkT  1
(16.5)
i.e.
(16.6)
cos(kT )  j sin(kT )  1
Hence, for example, if k = 8 and T = 0.001 (i.e. a sample rate of 1 kHz), then there would be
resonance points at 125 Hz, 250 Hz, 375 Hz etc. Figure 16.2a shows the poles for a typical comb
filter of this kind. Similarly, Figure 16.3 shows the impulse response and frequency response of this
kind of filter, with a value for b of 1.
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Figure 16.3. (a) Impulse response and (b) frequency response of a typical comb filter
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Inspection of the frequency response shows why this kind of echo generator is also known as a
comb filter. In general when using the comb filter as an echo system, the delay, given by k, is
chosen to be of the order of several tens of milliseconds, depending on the effect desired. Hence, if
the sample rate is say, 22050 Hz, and a delay of 20 ms is required, k = 441. It is worth noting that
the comb filter is also used as the basis for a plucked string filter (as we shall see later), but under
such circumstances the delays used are always shorter in time.
16.3 Algorithmic development of the echo generator
Listing 16.1 include a code fragment from Soundtrack which shows how to add an echo effect to a
sound file (in this case a WAV file).
begin
screen.cursor:=crhourglass;
del :=strtofloat(applyecho.edit1.Text);
decay:=strtofloat(applyecho.edit2.Text);
gain :=strtofloat(applyecho.edit3.Text);
application.processmessages;
delay:=round((del/1000)*infile1.sample_rate);
m:=(file_size1-44) div 2;
for n:=0 to file_size1 div 2 do y1[n]:=0;
for n:=0 to 21 do y1[n]:=x1[n];
m1:=m;
for n:=(22+delay+10) to m do
begin
prog(n,m1);
y1[n]:=round(gain*x1[n]+decay*y1[n-delay]);
end;
for n:=0 to file_size1 div 2 do x1[n]:=y1[n];
progressbar1.position:=0;
screen.cursor:=crdefault;
infile1.rewind;
end;
Listing 16.1 Off-line echo generator algorithm

Figure 16.4. Echo interface of Soundtrack

The listing commences with the assignment of three principal variables, del, decay and
gain. These take their inputs from the echo dialogue box, shown in Figure 16.4. They control,
respectively, the delay factor, the decay rate and the overall gain of the processed signal. The array
x1[n] holds the input signal, and y1[n] the output signal. Some of the code is concerned with
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housekeeping functions, and need not concern us here. The line of key importance is contained
within the for loop in the middle of the fragment, in which y1[n] takes on the value as
determined by the recursive equation we established above; note, incidentally, the use of the round
function. This is necessary since the initial calculation is performed using floating point variables,
but the input and output arrays are expressed as 16-bit integers, as demanded by the WAV file
format. Click on the buttons below to hear some echo effects added to an original recording.

Original

Close Echo

Far Echo

16.4 Reverberation and its physical manifestation
In general, a simple echo algorithm does not replicate the effect of an enclosed space such as a
bathroom, lecture theatre or auditorium. There are three major reasons for this. First, as Figure 16.5
indicates, a room has many potential reflecting surfaces, so the listener will hear not one but many
reflected versions of the incident sound wave, in addition to the direct signal. Second, as mentioned
above, not only do reflective surfaces absorb some of the wave energy, they absorb it selectively,
with absorption increasing as a function of frequency. Finally, because of the many reflecting
surfaces within a typical room, the phases of the indirect signals arriving at the listener will be
randomized with respect to the direct (original) signal.

Figure 16.5. Reverberation pattern in a room

Figure 16.6. An electromechanical spring reverberator
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Reverberation is a very important part of modern digital audio, since it adds warmth and depth to
the recording. In fact, almost all recorded music has some reverb added to it, often very subtly, in
order to enrich the listening experience. In the past reverberation was achieved through
electromechanical means, typically using a spring reverb unit, in which two or more springs are
stretched between an input and an output transducer. An audio signal provides a current to an input
coil, which in turn applies a twisting force to a magnet attached to the springs, and a wave is
propagated and reflected along their lengths. At the other end of the springs similar transducers
convert the motion of the springs back into electrical impulses. Figure 16.6 depicts a typical spring
reverberator. Although these devices work well, they are clearly fixed in their response, and not
much used these days.
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Figure 16.7. A typical reverberation algorithm concept

In contrast, there is a huge variety of DSP reverb algorithms ranging from the basic to the very
complex, operating both in off-line and real-time mode. Here, we will adapt a digital reverb
algorithm first proposed by J. A. Moorer, the concept of which is depicted in Figure 16.7. The input
signal is first fed to a bank of parallel comb filters (as above), but modified to accommodate the
increasing high frequency absorption characteristics of the reflecting surfaces. These comb filters
are intended to replicate the effects of multiple reflecting surfaces found in most physical enclosed
spaces. The outputs of the parallel filters are then summed and fed to an all-pass filter, which has a
flat frequency response but randomizes the phases of the various echoes. Finally, the direct path
signal is added to the indirect (echo) signals.
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Figure 16.8. (a) Modified comb filter, with single-pole filter in the feedback path; (b) schematic representation of the
same filter.
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16.5 Reverberation algebra
Each comb filter is made from a combination of a standard recursive filter, shown in Figure 16.8,
with a single-pole low-pass filter in the feedback loop. As above, the transfer function of the
standard recursive filter is of course given by:
1
(16.7)
H ( z) 
1  bz k
And hence the difference equation is:
(16.8)
y[n]  x[n]  by[n  k ]
The transfer function of the single-pole low-pass filter is
1
(16.9)
H ( z) 
1  gz 1
And hence the difference equation is:
(16.10)
y[n]  x[n]  gy[n  1]
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Figure 16.9. Frequency response of the single pole filter given by the transfer function of Equation 16.9, with different
values for g

As Equation 16.9 shows, the single pole is on the x-axis at z = g. As the parameter g increases in
magnitude, the cut-off point of the filter falls, as shown in Figure 16.9. By combining the two
filters, we get a comb filter with a frequency dependent term in the feedback loop. The total transfer
function is:
1
1
H ( z) 

(16.11)
 1  k
 b  k
z
z
1  b
1  
1 
1 
 1  gz 
 1  gz 
If we now multiply the numerator and the denominator by (1-gz-1) we get:
1  gz 1
H ( z) 
(16.12)
1  gz 1  bz  L
The reverberation difference equation (comb filter) is therefore:
(16.13)
y[n]  x[n]  gx[n  1]  gy[n  1]  by[n  k ]
Derivation of the difference equation may be achieved through a different route, as suggested by the
intermediate signals shown in Figure 16.8. If y[n-k] is the output of the delay block z-k, and w[n] is
the output of the low-pass filter in the feedback path, then we can write:
y[n]  x[n]  w[n]
(16.14)
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Now the output of the low-pass filter is:
(16.15)
w[n]  by[n  k ]  gw[n  1]
However,
(16.16)
w[n]  y[n]  x[n]
So
(16.17)
y[n]  x[n]  by[n  k ]  g ( y[n  1]  x[n  1])
Hence
(16.18)
y[n]  x[n]  gx[n  1]  gy[n  1]  by[n  k ]
It is very important that the loop gain of the filter does not exceed unity, since the comb filter will
become unstable. Inspection of Equation 16.11 confirms that this will occur if the second term in
the denominator becomes equal to unity. The values of g and R must be chosen judiciously, and in
general a useful guide is
(16.19)
b  0.96  g
In which g ranges between 0 ≤ g ≤ 0.96. This ensures filter stability and allows a reverberation filter
to be designed with to represent a broad range of reflecting surfaces, from glass to fabric.
The next component of the reverberation algorithm is the all-pass filter, which disrupts the phases
of the signals produced by the comb filter. The addition of the all-pass filter is appropriate since in
reality, multiple reflecting surfaces cause randomisation of the phases of the original signal’s
harmonics. As we have studied before, a typical all-pass filter is given by:
a  z m
H ( z) 
(16.20)
1  az m
In this case, we will use a = 0.7 and m equal to 10 milliseconds, which is typical for room acoustics.
(We have not considered here why the all-pass filter works as it does; we will discuss it more fully
in another chapter). As Figure 16.7 indicates, the final component of the reverberation system is the
mixing unit. This allows control over mix proportion between the direct signal (sometimes know as
the ‘dry signal’) and the indirect signal (sometimes know as the ‘wet signal’).
16.5 Reverberation algorithmic development
The application of reverb to audio signals is as much an art as it is a science, since it depend son the
effect that the user is attempting to achieve. A good reverb unit should allow the user to alter the
virtual room dimensions, the absorption characteristics of the reflecting surfaces, and the direct /
indirect signal mix proportions. Here, we examine the reverb interface and the code used in the
program Soundtrack.

Figure 16.10. Reverb interface of Soundtrack
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Figure 16.10 depicts the dialogue box that opens when the user selects the reverb effect. Although
the reverb unit is fairly simple, it does allow considerable control of the parameters discussed
above. Listing 16.2 is the reverb code fragment taken from the program. It includes some
housekeeping functions, which we shall not consider, focusing rather on the algorithmic treatment
of the equations described above.

Original

Reverb, bathroom

Reverb, auditorium

begin
room:=reverb.scrollbar1.position*1e-3;
g:=reverb.scrollbar2.position*1e-2;
ap:=round(10e-3*infile1.sample_rate);
mix1:=1-reverb.scrollbar3.position*1e-2;
mix2:=1-mix1;
b:=0.96-g;
a:=0.7;
del[0]:=round(room*infile1.sample_rate);
del[1]:=round(room*0.85*infile1.sample_rate);
del[2]:=round(room*0.81*infile1.sample_rate);
del[3]:=round(room*0.77*infile1.sample_rate);
del[4]:=round(room*0.69*infile1.sample_rate);
del[5]:=round(room*0.67*infile1.sample_rate);
del[6]:=round(room*0.65*infile1.sample_rate);
del[7]:=round(room*0.63*infile1.sample_rate);
del[8]:=round(room*0.58*infile1.sample_rate);
del[9]:=round(room*0.53*infile1.sample_rate);
setlength(t1,(file_size1 div 2)+fftnn);
for n:=0 to 21 do t1[n]:=x1[n];
m:=(file_size1-44) div 2;
m1:=m;
for n:=22 to m do t1[n]:=0;
{
First calculate the ten comb filters
}
for j:=0 to 9 do
begin
for n:=0 to file_size1 div 2 do y1[n]:=0;
for n:=22+del[0] to m do
begin
prog(n,m1);
y1[n]:=round((0.12*x1[n]-0.12*g*x1[n-1]+g*y1[n-1])+b*y1[n-del[j]]);
t1[n]:=round(t1[n]+y1[n]);
end;
end;
{
Now scramble the echoes using an all-pass filter and add the direct path
}
for n:=0 to file_size1 div 2 do y1[n]:=0;
for n:=22+del[0] to m do y1[n]:=round(a*t1[n]+t1[n-ap]-a*y1[n-ap]);
for n:=22+del[0] to m do x1[n]:=round(mix1*x1[n]+mix2*y1[n]);
infile1.rewind;
end;
Listing 16.2 Off-line reverb generator algorithm
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In the first seven lines of Listing 16.2, the code accepts the inputs from the user respecting room
dimension, absorption characteristics, the direct / indirect signal mix and the all-pass filter
parameters. This algorithm uses a bank of ten comb filters, each of which has a delay determined by
the room dimension slide control (from about 3 m to 60 m). The delays of the comb filters are held
in an array called del[n]. After determining the size of the WAV file, the code calculates the
echoes of each comb filter, y1[n], and accumulates them in an array t1[n]. Next, the all-pass
filter is applied to the combined signal and finally the direct signal is added to the processed signal,
in the proportions determined by the variables mix1 and mix2. Click the buttons below to hear
some reverb effects produced by Soundtrack.
16.6 Real-time systems for echo and reverb
An examination of the difference equations and code associated with echo and reverb effects
confirms that the majority of the processing is carried out by recursive structures, with a small
number of coefficients. Even the bank of ten comb filters for the reverb algorithm is not
computationally intensive. It is evident, therefore, that these effects lend themselves very readily to
real-time implementation. The code in listing 16.2 shows how to implement a real-time echo unit on
a DSP56xx family device. This algorithm is very effective for processing live speech or music fed
through a microphone. Note how compact the code is, due to the efficient addressing concept of the
circular buffer (modulo addressing), and the multiply-accumulate function of the ALU. This
algorithm in fact represents a comb filter, and it is not difficult to extend the code shown here into a
parallel bank of such filters, which would then become the basis for a real-time reverberation
program.
move #10240,r0
move p:echo1,m0

; set start address of echo delay factor
; set up modulo echo buffer with delay factor

jclr #3,x:ssctrl,*
move x:sdatin,a
move p:echg1,x1
move p:(r0),x0
mac x1,x0,a
nop
move a,p:(r0)+
move a,x:sdatout
jmp echo

;
;
;
;
;

echo
wait for codec rx frame sync
read data
get decay factor
move new signal into delay buffer
multiply old signal by decay and sum with new

; move into buffer area and post increment
; transmit left

Listing 16.3 Real- time echo generator algorithm
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